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Figure 1: CloPeMa testbed with year 3 grippers

1

Introduction

This Deliverable 6.2 reports mainly results achieved in WP 6 - Recognition, learning and active
exploration. The main goal of WP 6 is to help understand a scene sensed by visual and tactile
sensors implemented on the CloPeMa testbed, Figure 1. Understanding here means predominantly grounding percepts in the model of the world (in the mathematical logic sense).
Objects (foreground) as entities of interest in the scene have to be detected and segmented
out from the uninteresting observations (background). Objects have names (labels). They serve
as basic primitives allowing symbolic reasoning about the scene and robot actions.
WP 6 implements needed pattern recognition methods/tools and provides its services to
other WPs, mainly WP5 - World representation, perception, action planning. It explores percepts provided by WP 4 (vision) and WP 3 (tactile). WP 6 also studies which pattern recognition tools can simplify the perception-manipulation tasks.
The CloPeMa world is rather constrained. The robot world is given by the CloPeMa testbed,
a dual arm robot with CloPeMa hand (a specialized gripper for garment manipulation, equipped
with tactile sensors and allowing checking the grasped piece of cloth by rubbing).
In this deliverables we proceed from hardware equipment, through easy manipulation steps,
to the complex active manipulation procedures.
Section 2 describes hardware of the gripper, which is the most important equipment for
successful grasping and garment manipulation. Following section 3 is dedicated to basic graping methods. Movement of manipulator corresponding to grasping itself are described in detail.
Section 4 explicates how the grasping positions are found and its parameters are extracted. Section 5 describes basic manipulation patterns and section 6 joins together manipulation patterns
and sensor measurements. Section 7 is the conclusion of this deliverable.

1
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CloPeMa gripper

2.1
2.1.1

Gripper grasp patterns
Grasp patterns

The gripper (hardware, actuation and sensing) supports different grasping patterns that can be
used for different tasks of grasping and manipulation. The main patterns are pinch, tip-pinch,
roll in fingers, and controlled compression. They are described in the following sections.
• Pinch
Pinch is the simplest grasping action supported by the gripper. It is performed by simple
opening/closing of the fingers, with the grasped material touching the grasping portion
of the upper finger entirely.
The angles of the fingers with respect to the gripper body are both controlled: one directly by the actuation of the upper finger; one indirectly by the actuation of the rubbing
(changing the angle of the 4-bar linkage of the finger assembly). Depending on the required approach to the edge to grasp, either the bottom finger can be still and the upper
finger moving or the upper finger can remain still and the lower finger moves up to grasp.
The choice depends on the task and may depend on the finger that is inserted first or
which serves as reference for the grasping: this may be the bottom finger, with suitable
blade-shape to be more intrusive or to surf over a table or between layers.
A rotation of the whole gripper can be used to bend the cloth grasped around an edge of
a finger, so increasing the maximum pulling force that the gripper can apply (the capstan
effect).
The multi-sensory finger pad comprises a sensor assessing presence of material (fabric)
between the fingers. The closing force is not controlled: fingers commute from one state
to the other one. Information from the tactile pad can be collected during the grasping.
It can be used to operate the fingers although, for this grasping pattern, no control of
grasping force and finger rotation angle based on the grasping force are foreseen.
Pinch is the main grasping pattern of the gripper. It is used to handle and manipulate, to
assess material properties by rubbing, to detect seams, edges, buttons, button holes and
any other surface feature of the material grasped.
• Tip pinch
Tip pinch is performed similarly to pinch, with only the fingertips in contact with the
material to grasp. It can be used to grasp selectively a small portion of fabric with high
pressure applied on it (in the gripper realized, this force is sufficient to lift up the total
mass of any garment in a typical laundry heap).
The sensor of presence in the pad is used similarly as in the case of pinch. Tactile feedback information can not be used to control the grasping since a negligible portion of the
multi-sensor pad is in contact with the material grasped. Notice that, purposely, the tip
of the multi-sensor pad is stiffer than the portion with tactile sensing in order to apply a
relevant part of the maximum force of the fingers at the tip.
Tip pinch is used to pinch out clothes from a heap, for re-picking of clothes on the fly
and for short edge folding.

2
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• Roll in fingers
The motion of rubbing can be also used to roll an object between the fingers. This action
can be performed over a portion of fabric, either to flatten a wrinkle or to turn a seam or
an edge. The grasping force should be set at a value allowing the flow of the material
between the fingers; the softness of the multi-sensor pad simplifies this setting.
During rolling, the fingers are in closed configuration with the material to roll within. The
actuators of the rubbing are operated to generate constant-speed relative shear motion of
the fingers. The body of the gripper can be eventually translated to keep the grasping area
at a constant position in space (as in the case when the rolled edge is part of a garment
that can not be displayed more).
Roll in fingers can be used to detach one layer out of two, provided that the friction
between the layers is lower than the friction between the fingers and the cloth.
• Controlled compression
Controlled compression is a grasping mode with the force between fingers set at a desired
value using as feedback the tactile part of the multi-sensor pad. The operation of the
gripper is the same as for the pinch. Actuators involved are those for the closing (to
operate the grasping) and for the rubbing, to set a preferable angle of the fingers (e.g. to
adapt to the pose of the edge or material to grasp).
This grasping pattern can be used to flatten wrinkles, to pack layers, to compress edges
or seams. A displacement of the gripper can follow each closing, for example to perform
the flattening along a trajectory. An example of application on seams is in hemming to
prepare the sewing of an edge.
2.1.2

Sensorization and actuation

• Variable stiffness control for different types of grasping
The two-degrees-of-freedom (two-dof) gripper has to perform a variety of grasping (as
described above) with different stiffness requirements. Wrist flexibility is useful when
attempting to pick an object from a hard surface by first sliding the bottom finger under
the object. (Moreover, the optimal compliance depends on the hardness of the surface.)
However, the actuator needs to be stiff when the hand is kept still in a known arm configuration while the visual system attempts a recognition of the held item. On the other hand,
during arm motion in the presence of damageable obstacles, wrist compliance is useful.
Some flexibility is also helpful during the human-like tactile-recognition rubbing motion
of the fingers. Accordingly, the gripper’s 2nd dof is actuated with variable impedance
actuator (VIA). The VIA is a novel biphasic actuator which allow the stiffness to vary in
a wide range depending on the design.
Experiment is designed to illustrate gripper compliance depending on the given stiffness. As shown in Fig.2, at the lowest stiffness the deformation of the contact object is
insignificant compared to the highest level of stiffness.
• Tactile feedback for grasping force control (MACLAB)
After the sensor design and realization, we proceeded to the sensor characterization with
respect to the exerted forces. The aim was to evaluate the sensor repeatability and linearity in the response. For this purpose, the tactile sensor has been mounted in our test
3
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Figure 2: Gripper fingers at lowest (left) and highest (right) stiffness
platform for precise control of the exerted forces while recording the sensors data. Two
kinds of experiments were performed. The first experiment progressively increases the
force from zero to the maximum value of about 10N. The second experiment increases
and decreases the force within this range in a loop to evaluate the repeatability of the
sensor. The results of both the experiments are presented in figure 3 and 4. As can be
noticed, the sensor has almost a linear response with respect to the force applied. It has
also a good repeatability even though it is affected by hysteresis due to the elastomer
used for the construction of the sensor. This is highlighted by the curved response of the
sensor during the unloading phase.

Figure 3: Characteristic response of one of the tactile sensors with respect to the force applied.

4
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Figure 4: Repeatability of the sensor measurements among different loading/unloading cycles.

2.2
2.2.1

Gripper exploration patterns
Exploration patterns

The gripper supports and enables different methods of exploration having in common the use
of the functions of the multi-sensor fingerpad. The fingerpad comprises a tactile portion with
sixteen cells providing information about the spatial distribution of the contact over the pad.
It also contains a microphone for providing information related to the sound response of the
manipulated material being subjected to wear and compression/relaxation.
The main exploration patterns are rubbing, tip pushing, pinch-and-feel, bottom-probe; they
are shortly presented in the following sections.
• Rubbing
Rubbing is the main exploration pattern allowed by the gripper. It consists of two phases:
first, a portion of material is grasped; then, the fingers are operated to translate with
respect to each other with relative velocity tangent to the fingertips. This motion excites
the tactile sensors in the multi-sensor pad and sound is generated that is transduced by
the microphone incorporated in the pad.
The grasping is performed using the actuation of the closing; the closing force can be
controlled or not. The contact force and pressure over the pad must be lower than the
maximum of the tactile pad so as not to saturate the tactile cells; it should be uniformly
distributed also.
The fingers are designed with roughness on the lower one such that the friction force with
any fabric and textile is higher than the friction between the same textile and the lycra
covering the multi-sensor pad. When relative motion of the fingers occurs, the textile
grasped is dragged by the bottom finger while the tactile pad slides over it. The relative
motion of the lycra cover over the textile excites the tactile cells and sound originates for
the microphone.
Notice that the law of motion of the fingers can be changed to stress certain effects over
the others. Part of the feedback is collected meanwhile the relative velocity between
the fingers is constant. A different information originates from the change of direction
of motion of the fingers; here the surface of the material grasped is brushed, crests and
fibres over it are bent back and dragged in the opposite direction than they were before.
5
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An alternative to this rubbing between the fingers is the rubbing obtained by the relative
motion of the whole gripper along the material. In this case, only the effect of relative
motion in a constant direction is appreciated. On the other hand, a larger amount of material is explored and velocity can be constant over a longer path. The sensing information
drawn is tactile and related to sound but different patterns may be expected for the same
material. This exploration pattern can be used over edges, seams, folds.
• Tip pushing
Tip pushing can be used to explore by pure compression with the tactile portion of the
multi-sensor pad. The gripper must be in open configuration and the material to explore
should be reachable with gripper in this configuration. The exploration can be performed
either by rythmic push and release in direction orthogonal to the pad or at any angle
(allowed by the geometry of the material and environment). The actuation of the rubbing
can be set to a suitably low value of stiffness to make the contact force more uniform and
constant during the application of the contact force.
Tip pushing can be used in particular to localize a seam in a cloth positioned close to the
edge of a table, with part of the cloth bending over the edge. The second gripper of the
dual arm robot can be used to move the cloth while, time by time, the sensing gripper
checks if the current position is suitable to some following procedure, such as folding.
• Pinch and feel
Pinch and feel is used to assess locally a material, typically with the aim of finding a
button hole or a seam or edge, or a button. The elementary cycle involves closing and
opening of the fingers over the material. This can be repeated several times at the same
location to average tactile data. Small motions can be applied to explore all surroundings
of a portion of cloth.
As tactile feedback is available during each cycle of closing, the maximum closing force
can be controlled. Furthermore, speed of closing can be adjusted to specific requirements,
if any, useful to improve the meaning of the data collected.
If the material explored generates sound while compressed, this information adds to the
tactile one.
• Lower finger probe
In this exploration the fingers are in closed configuration, with the lower finger applying a
low pressure on the upper finger. The actuation of the rubbing is set to minimum stiffness
so that the lower finger can float up and down slightly. This motion causes a change of
the pressure over the tactile portion of the multi-sensor pad.
Differently from tip pushing, in this probe the response of the tactile pad over the material
touched is mediated by the body of the lower finger.
An application is in wrinkle and fold flattening: sensorial information is collected during a motion that would be performed in any case for the flattening. The information
collected can be used online to understand how the process of flattening is progressing.
2.2.2

Sensorization and actuation

The functions of the sixteen tactile sensors of the gripper are not limited to force control during
garment manipulation but can be extended using the provided measurements for fabric clas6
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Figure 5: Software architecture for fabric classification
sification. It should be evident that, depending on the number of mechanical properties of a
fabric, e.g. elasticity or softness, the sensor response is different even if the exerted force and
the manipulation movements are the same. The interaction of the fabric with the sensor, especially during the rubbing motion, will not produce a constant measurement but a varying
signal, features of which can be extracted and processed in order to discriminate the fabric nature. Within this section, the software architecture and all the experiments performed for fabric
classification will be presented.
The software architecture(see Figure 5) has been realized developing three main blocks
which are:
• Data generation.
• Signal processing/Feature extraction
• Machine learning
First extract samples from the chain of raw signals in a general format in order to facilities
their call in later phases. The block section analyses the signal and extracts a number of features
presenting the signal identity. The last block contains the implementation of a multi-class classifier and constitutes the main work described in this section. Passing over the technical details
concerning the first block that simply removes from the signals the uninformative parts such as,
when the sensor is approaching the fabric or transient responses while switching from position
to force control, we can move on to the description of the second block that extracts from the
recorded signals the relevant features for classification. This work uses the same widely used
set of functions that Weiss [10] introduced in 2006, plus additional features regarding the statistics of the whole sensor response. As we will see, not all the features are used for classifying all
the types of fabrics, they will be filtered according to the results that will be obtained during the
training phase of the classifier. However, since filters are used to rank and eliminate redundant
features, defining new features regardless of not having information about their performance,
does not threaten the machine learning performance. This imposes no limitations on the initial
selection and futures updates on the features set. Moreover, reducing feature dimension has
7
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Figure 6: Training phase of classifiers
positive effect both in increasing the overall performance by eliminating redundant properties
and reducing the training and testing phase time. The last block of the architecture implements
the classification algorithm. As can be seen in figure 5 it is constituted by a training part that
evaluates the parameters of the classifier and another part that realizes the classifier itself. The
classifier is constituted by a set of 1 Vs. 1 classifier, i.e., classifier that discriminates between
two classes of fabrics. The final classification result is determined with a voting among all the
possible classifiers. The training phase can be seen in figure 6. The classifiers parameters are
evaluated by presenting the features extracted from the testing data to each classifier. After that,
the results are collected and the most voted one is selected as the result of the classification.
The classifier parameters are tuned accordingly to this result. As already mentioned, features
can be sorted and filtered, before submitting them to the classifiers, according to their p-value.
The number of selected features is an additional parameter of the classification algorithm.
To test the approach, we selected 5 fabrics: awning, jeans, jute, pile, and satin with different
mechanical properties that can be seen in figure 7.
Both the tactile sensor and the fabric where put inside our testing machine where it is
possible to control the exerted force while moving the sensor in the desired direction as can be
seen in figure 8.
To build our dataset, the tactile sensor has been moved along different directions while
exerting a constant force of 5N. Each motion has been repeated 10 times and each experiment
has been repeated for all the fabric samples. The final dataset has been divided in two parts, one
for the training phase, consisting in the 60% of the whole dataset, and the other for the testing
phase. After the training phase, the tuned classifiers have been used over the testing data set
for verification. The results that we obtained were remarkable and they represent an accuracy
of 100% on the classification of the 5 different classes.

8
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Figure 7: 5 fabrics selected for the experiments on fabric classification

3

Grasping methods

Based on the project requirements we developed several different grasping procedures. The
procedures allows us to pick up a garment in different situations and to carry out desired manipulations. The gripper’s original design (section 2) helps to realize some of the procedures
and to minimize complexity of the procedures. We can split the grasping procedures into logical groups:
• picking from a heap
• grasping of a garment lying on table
• grasping of a hanging garment
The grasping procedures are described in the following sections.

3.1

Grasping the top garment off the heap

The methods described in this section are used in case where one or more garments are placed
on a table in one heap in no particular order and in no specific configuration as show in Figure ??. This situation usually occur in the beginning of the garment processing, lets say after
taking it out of the washing machine.
3.1.1

Grasping a garment from heap using full gripper pose

Our first approach to the grasping of a garment from a heap was using both position of a grasp
point and also full orientation of the gripper. The detection algorithm uses point-cloud from a
Xtion (a Kinect like RGBD sensor) and is described in 4.1.
For each candidate provided by the detection algorithm, we try to plan whole movement as
shown in Figure 9. First we add a simplified model of the garment heap into collision model
9
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Figure 8: The testing platform. The sensor is attached to a linear motor(in orange) that can
exert the desired controlled force on the underlying base where the fabric is attached. The base
can be moved to simulate the sensor movement on the fabric.
to prevent the planning of a trajectory through the heap. Then we plan trajectory from initial
state to the state where the gripper is 10 cm from the actual grasp point along the gripper zaxis. Then we remove the heap model from the collision model. Then we interpolate in 3D
coordinates the trajectory 2 cm past the actual grasp point, so that the detected point is inside
the gripper and close it. Then we plan trajectory to hanging position. If all these trajectories
are successfully created for at least one candidate, we execute them on a robot.
This method was demonstrated in the first review. However, the detection algorithm was
slow due to point-cloud processing. Therefore we have abandoned this approach in favour of
simpler method that does not detect full pose but just the rotation of the gripper, which shows
to be sufficient.
3.1.2

Picking a garment from the top of a heap

Our aim is to isolate a single item from the pile. We use texture segmentation, followed by grasp
candidate detection using 3D folds on the surface of the garment, also taking into account the
gripper geometry. Further information about the proposed approach can be found in [1].
Next step is to actually move the gripper in order to grasp the garment. The grasp candidate
that is on the top of the list is selected, since it has the highest measurement of graspability.
Gripper’s opening is aligned to this candidate vertically and 10 cm above the grasping pose.
Then it approaches by 2 cm if there is no collision with the table and finally grasps the garment.
In order to confirm the grasping, the 3D sensor moves to the initial pose and a new depth
image is taken. This image is compared with the image taken from the same position before
the grasping occurs. If the average absolute difference between the two images is smaller than
a threshold, then the grasping has failed and the whole procedure is repeated.
Finally, if the robot fails, the next grasping candidate that is going to be used is not the
10
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10 cm

2 cm

Planning
Interpolation

Figure 9: Procedure of grasping from heap: 1) planning with heap in collisions model 2) interpolation towards and pass the grasp point 3) planning into hanging position.
second one on the list but new ones are produced. This is because the shape of the pile could
be deformed due to gripper collision or slippage in the area of the first grasping point. Thus, on
the second try, we exclude the grasping points with a proximity up to 5cm to this area.

3.2

Grasping garment in the heap from side

In the case when there are no distinct wrinkles on the surface of the heap, then there are no
available candidates for grasping. In this case we are try to grasp the garment by the edge on
the boundary of the heap. Using the colour based segmentation described in [7], we segment the
whole heap and extract contour. Grasp point candidate positions are then selected uniformly
from the contour. The orientation of the griper is computed so that the gripper points to the
centre of the heap. The angle between the gripper and the table plane is selected so that the
compliance in the fingers can compensate the inaccuracy of the robot and table height.

3.3
3.3.1

Free hanging garment grasping
Free hanging garment grasping - lowest point

The grasping of the lowest point is done using the Xtion sensor which is mounted on the torso
of the robot. The robot places the garment in front of the sensor, as high as possible with one
arm, while the other arm is moving so that there is a clear view of the hanging garment. The
lowest point estimation is made using the garment’s point cloud. The lowest point is detected
on the Z axis of the robot’s frame which is constrained within a cone. The cone extends from
the end effector of the gripper that holds the garment to 1.5 m below with aperture 30 degrees
and represents the approximate area of the hanging piece of clothing. The cone is used in order
to mask the garment of external factors such as cables or the floor that intervene in the sensor’s
view area. In order to find the gripper’s orientation, the lowest point is mean shifted and then
planar fitting is applied. The plane with the minimum mean square error is selected. The normal
11
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that corresponds to that plane is perpendicular to grippers grasping orientation. If this pose is
out of the robot’s workspace, the holding arm rotates the garment in order to facilitate grasping.
Finally, grasping success confirmation is made by the tactile sensor which is mounted on the
gripper.
3.3.2

Free hanging garment grasping - from outline point

One of the criteria for the selection of outline points on a hanging garment is their graspability,
as it is described in section 4.3.3. There, a simulated gripper tests several orientations around
the candidate points for grasping in order to find a configuration that is collision free. This
orientation is the one used by the robotic gripper. When necessary, the arm holding the garment
rotates in order to bring the grasping point into a reachable position. Finally, the tactile sensor
confirms whether the grasping is successful.

3.4

Grasping the edge of garment spread on the table

During folding, the garment is mostly spread on a table. The positions of grasp points generated
by the folding algorithm are corners or lines on an edge of the garment. The problem is that
the positions of these points are fixed. Using only single candidate for grasping would make
the process vulnerable to failures due to kinematics and collision restrictions. However, there
is a large freedom in the rotation of the griper around axis perpendicular to the table plane.
This rotation is limited only by the boundaries of the garment (see Figure 10). Therefore, for
each grasp point we are generating several candidates by sampling from the valid rotations.
The list of candidates is then sorted by ascending distance to the rotation in which the griper is
perpendicular to the edge of the garment. That way the first pose that succeeds in planning is
the closest to the perpendicular one.
Unless the folded garment is too thick, the same approach is used for grasping the folded
garment for stacking.

4

Detection and localisation of grasping points

In order to pick up and manipulate the garment we must know the position of the points suitable
for grasping. The definition of a type of a grasping point is dependent on task at hand. For
different types of grasping points we need different detection and localisation algorithms. These
algorithms are described in this section.

4.1

Grasping points on garment heap

Our first approach to the grasping of the garment on the heap was based on estimation of the
concavity of the surface. The concavity value for each point in the point-cloud is computed as
a weighted sum of the signed distances from the central point to the projection of point in the
neighbourhood on a normal.
Assuming that the normal is pointing out of the object, which is ensured by requesting that
the normal points towards the sensor (in our case Xtion a Kinect like RGBD sensor). Then the
positive values of the concavity represents convex areas and negative concave areas.
Non-maxima suppression is the used to obtain positions of candidates for grasping. Having
the position, the principal curvature estimation is used to get the rotation of the gripper and
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Figure 10: Freedom of the rotation in the table plane.
normal defines the orientation. Figure 11 shows the point-cloud coloured by the concavity
value and grasp candidates.

4.2

Grasping points for folding procedure

Visual detection of the grasping points is an important part of the folding procedure. We assume that the garment was already fully unfolded and spread on the table. The goal is to
localize landmark points on the garment contour using a single RGB image acquired from a
bird’s eye perspective. Examples of such landmark points for a shirt are shoulders, armpits,
bottom corners and sleeve endpoints. Positions of the landmark points are used to determine
the grasping points for folding. E.g. to perform the first fold of a spread short-sleeved shirt, the

Figure 11: Point-cloud coloured by the concavity value, blue squares represent the grasp pose
and the red square is the best one.
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Figure 12: Polygonal models for all currently supported categories of clothing (towel, trousers,
short-sleeved shirt and long-sleeved shirt).
robot grasps it from two points: the midpoint of the edge connecting the left sleeve endpoints
is grasped by the first gripper and the bottom left corner is grasped by the other gripper.
The algorithm for visual detection of contour landmark point consists of several steps. The
first step is segmentation of the garment using colour information. It is followed by the garment
contour extraction and simplification. The final step is matching of the polygonal model of the
garment contour to the observed contour. There is one model defined for each category of
clothing. Properties of the models are learned from data. The initial version of the algorithm
was already described in Section 7 of [1] and published in [6]. The algorithm was then further
improved by introducing more advanced polygonal models, improving the matching procedure
and by checking the position of the garment after each fold. The improvements are described
in the following text. They were also published in [7].
4.2.1

Polygonal models of clothing

The shapes of possible contours for a particular category of clothing are described by polygonal
models. We distinguish the following categories of clothing: towel, trousers, short-sleeved shirt
and long-sleeved shirt. Fig. 12 visualizes all the models and Fig. 13 shows a more detailed
polygonal model for a short-sleeved shirt.
Each polygonal model is determined by its vertices and their relative mutual positions. The
mutual positions are described by inner angles adjacent to vertices as well as by relative lengths
of polygon edges with respect to its perimeter. The relative lengths were not considered in the
original models. The inner angles and relative lengths are learned from training data. They
are modelled probabilistically by independent normal distributions as seen in Fig. 13b and
Fig. 13c. Some distributions are shared by more vertices and edges of the same model, e.g.
the distribution of the inner angles adjacent to the left and the right armpit of a shirt or the
distribution of the relative lengths of the top and bottom edges of a towel. The distributions
sharing is allowed by the obvious left-right and top-bottom symmetries of clothing shapes as
in Fig. 13.
4.2.2

Matching contours to polygonal models

Contour of the observed garment is extracted from the input image and approximated by a polygon as described in Section 7 of [1]. The approximated contour consists of N points p1 . . . pN .
The polygonal model is determined by vertices v1 . . . vM . The number of vertices M is specific
for a particular category of clothing. It always holds that N > M.
We describe how to match points of the polygonal contour to vertices and segments of the
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Figure 13: Polygonal model for a short-sleeved shirt. Inner angles sharing the same distribution
are denoted by the same Greek letter α . . . δ. Edges sharing the same distribution of relative
lengths are denoted by the same Latin letter a . . . f . Colours of the probability distributions
correspond to colours of angles and edges in the polygonal model.
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Figure 14: Visualization of function f which maps points p1 . . . pN to vertices v1 . . . vM (blue
arrows). Some points are mapped to segments (red arrows). The mapping preserves clockwise
ordering of both points and vertices.
polygonal model, i.e. how to find a mapping f such that ∀i ∈ {1 . . . N}:
(
vm , point pi is mapped to vertex vm ,
f (pi ) =
s,
point pi is aligned to a segment.

(1)

The mapping has to satisfy several conditions:
• For each vertex vm , there exists a point pi mapped to it.
• No two points pi and p j are mapped to the same vertex vm . However, many points can
be mapped to segments represented by a symbol s.
• The mapping preserves the ordering of points on the polygonal contour and the ordering
of vertices of the polygonal model in the clockwise direction. See Fig. 14.
The number of all possible mappings f satisfying the conditions can be enumerated easily.
To do so, select one of N points to be mapped to vertex v1 . Then select an arbitrary subset of
M − 1 points from remaining N − 1 points to be mapped to vertices v2 . . . vM . Thus the amount
of all possible mappings is:


N −1
N
(2)
M−1
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To compare the quality of mappings, we define a cost function C( f ) associated with a
mapping f . The overall cost is the summation of local costs which express local qualities of a
particular mapping. Let us assume that indices in all the following equations iterate in closed
cycles, namely i ⊕ 1 = (i mod N) + 1, i 1 = (i − 2 mod N) + 1, m  1 = (m mod M) + 1
and m 1 = (m − 2 mod M) + 1.
Vertex matching cost Vi,mj,k is defined for each triple of contour points pi , p j , pk and each
model vertex vm :
Vi,mj,k = −λV log N (|∠pi p j pk |; µm , σ2m )
(3)
It expresses how the size of the oriented angle |∠pi p j pk | fits the normal distribution N ( · ; µm , σ2m )
of inner angles adjacent to the vertex vm . Mean µm and variance σ2m of the distribution are
learned from data as in Fig. 13b. Symbol λV denotes weight of the vertex matching cost.
Edge matching cost E m
j,k is defined for each pair of points p j , pk and each polygonal model
vertex vm :


kp j pk k
2
m
(4)
; νm , τ m
E j,k = −λE log N
∑ni=1 kpi pi⊕1 k
It expresses how the relative length of the line segment p j pk (with respect to overall length of
the contour) fits the distribution of relative lengths of the model edge vm vm1 . Mean νm and
variance τ2m of the distribution are learned from data as in Fig. 13c. Symbol λE denotes the
weight of the edge matching cost.
Segment matching cost S j,k is defined for each pair of simplified contour points p j , pk in the
following way:
S j,k = −λS ∑ log N (|∠pi 1 pi pi⊕1 |; ξ, φ2 )
(5)
i∈I j,k

The range I j,k passed by index i is defined as:
(
{ j + 1 . . . k − 1},
I j,k =
{ j + 1 . . . N, 1 . . . k − 1},

j≤k
j>k

(6)

The segment matching cost expresses the penalty paid for points not matched to any vertex.
These points together with neighbouring segments should resemble straight lines as seen in
Fig. 14. This is why the mean and the variance are set empirically as ξ = π and φ2 = π2 /16.
Symbol λS denotes the weight of the segment matching cost.
Weights of matching costs were set empirically as λV = 1, λE = 1/3 and λS = 1 to balance
typical values of the costs. Note that both vertex and segment matching costs evaluate angles
and so their weights are equal, whereas the edge matching costs evaluate relative lengths.
All three types of costs are visualized in Fig. 15b by different colours. The overall cost
is given by summing costs for all vertices vm and points pi , p j , pk such that f (pi ) = vm 1 ,
f (p j ) = vm , f (pk ) = vm1 . The goal is to find the mapping having the minimal overall cost
f ∗ = arg min f C( f ).
4.2.3

Dynamic programming algorithm for contour matching

The number of all possible mappings (see Eq. 2) is exponential in the number of vertices. It
would not be feasible to compute costs for all such mappings. Instead, we propose an efficient
dynamic programming algorithm.
The main part of the algorithm is listed in Alg. 1. It assumes that f (p1 ) = v1 and f (pr ) =
vm , where r ∈ {M . . . N}. It finds the cost of the optimal mapping to the remaining vertices
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(b) Matching costs

m considers all p , where i ∈ {m − 1 . . . j − 1}.
Figure 15: (a) Minimization of the total cost T j,k
i
m is given
Various choices of pi are visualized in different colours. (b) Total matching cost T j,k
(plotted in magenta), vertex cost Vi,mj,k (red), edge cost
by summing previous total cost Ti,m−1
j
m
E j,k (green) and segment cost S j,k (blue).

v2 . . . vM−1 . The optimal mapping itself can be constructed by remembering also the index
m , followed by backward tracing as usual in dynamic
of the point pi minimizing the cost T j,k
programming algorithms. The global optimum can be found by calling Alg. 1 for each combination of N possible n-shifts of the contour points (p01 . . . p0N ) ← (pn . . . pN , p1 . . . pn−1 ) with
N − M + 1 options of selecting pr , i.e. Alg. 1 is called O(N 2 ) times in total.
m , for m increasing. The cost is a
Alg. 1 is based on an iterative evaluation of cost T j,k
summation of local costs defined in Eq. 3, 4 and 5 for points p1 . . . p j optimally mapped to
vertices v1 . . . vm so that f (pr ) = vM , f (p1 ) = v1 , f (p j ) = vm , f (pk ) = vm+1 . The main step of
the algorithm is the minimization searching for a point pi mapped to the previous vertex vm−1 .
The minimization is visualized in Fig. 15a. The purpose of individual costs is summarized in
Fig. 15b.
m,
The most time complex part of Alg. 1 are three nested loops computing O(N 2 M) costs T j,k
each of them obtained as minimization over O(N) elements. Thus the overall complexity of
Alg. 1 is O(N 3 M). Since Alg. 1 is called O(N 2 ) times, the overall time complexity of the
proposed contour matching algorithm is O(N 5 M). Although the degree of the polynomial is
fairly high, the real performance is very good as we show in experiments. It is because we
choose number of simplified contour points N to be between 10 and 20, depending on the
complexity of the matched model, which is enough for a precise approximation of the original
contour.
4.2.4

Generating folded models

The proposed pipeline for contour landmark points recognition is not used only for spread
garments. After revealing its initial configuration, the garment is folded by the robot and a
new image is taken. The contour is extracted and simplified again, in the same way as already
described. Also, the matching algorithm is unaltered. However, we have to use a modified
polygonal model which reflects the performed fold.
The incremental creation of the folded models is shown in Fig. 16. The original vertices
are being replaced by the vertices denoting endpoints of the individual folds. The s-th fold is
performed in the clockwise direction along the contour from position Fs to Ts . All the original
vertices positioned either between or near Fs and Ts are removed and two new vertices Fs and
Ts connected by an edge are added.
The distributions of inner angles and relative lengths, which are used to evaluate penalty
Vi,mj,k in Eq. 3 and penalty E m
j,k in Eq. 4, are adjusted to correspond to the observed image and
planned fold. The means µm and νm for the next folded model are set to the angles and relative
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Algorithm 1 Contour matching algorithm
In: r = index s.t. f (pr ) = vM
Vi,mj,k = cost of matching ∠pi p j pk to vm
Em
j,k = cost of matching p j pk to vm vm+1
S j,k = cost of approximating p j+1 . . . pk−1 by p j pk
m = cost of matching p . . . p
Out: T j,k
1
k−1 to v1 . . . vm such that f (p j ) = vm , f (pk ) = vm+1

for all j ∈ {2 . . . r − M + 2} do
for all k ∈ 
{ j +1...r −M

 + 3}
 do

2
1
2
M
2
1
T j,k ← Vr,1, j +V1, j,k + Er,1 + E1, j + E j,k + Sr,1 + S1, j + S j,k
end for
end for
for all m ∈ {3 . . . M − 1} do
for all j ∈ {m . . . r − M + m} do
for all k ∈ { j + 1 . . . r −M + m + 1} do

m ←
m
m
T j,k
min
Ti,m−1
+V
j
i, j,k + E j,k + S j,k
i∈{m−1... j−1}

end for
end for
end for
M←
return Tr,1

min
i∈{M−1...r−1}
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Figure 16: Incremental creation of folded models for a short-sleeved shirt. The original vertices
are being replaced by new vertices denoting endpoints of individual folds (plotted in various
colors).
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Error

Towel

Pants

Short-sleeved

Long-sleeved

Median [cm]

0.31

0.46

0.49

0.50

Mean [cm]

0.35

0.52

0.88

1.03

Std. dev. [cm]

0.03

0.11

1.17

2.14

Table 1: Displacements of the vertices found by the polygonal model matching for various
categories of clothing.

Figure 17: Displacements of the vertices found by model matching (plotted in green) and the
manually annotated landmarks (red). The displacements were computed for various configurations of garments and then they were projected to the canonical image.
lengths measured in the actual image, considering line of the planned fold. The variances
σ2m and τ2m adjacent to the original vertices are all set to the smallest variance learned for the
original model, as all following manipulation is performed with that particular piece of garment.
The variances adjacent to the newly added vertices are set to twice that value because of the
uncertainty in the performed fold.
4.2.5

Experiments

The proposed method for detection of contour landmark points was tested on a dataset of spread
garments collected by our team [9]. The dataset contains 1280×1024 colour images taken from
a bird’s eye perspective. One pixel roughly corresponds to 0.09 cm in world coordinates. All
images were manually annotated by specifying locations of vertices of the described polygonal
models. We used 170 testing images (41 towels, 45 pants, 45 short-sleeved shirts and 39
long-sleeved shirts). They are superset of the testing database used in Section 7 of [1]. The
algorithms were implemented in MATLAB and C++. The performance was evaluated on a
notebook with Intel M430 2.27 GHz processor and 8 GB memory.
Segmentation was performed on images downsampled to resolution 320 × 256 to achieve
a better time performance. In total, 165 of 170 input images were correctly segmented. The
incorrectly segmented images were excluded from the further evaluation. The time spent by
segmenting one image is on average 0.83 seconds. The contour simplification algorithm is the
most time consuming operation which takes between 0.5 and 3.5 seconds, depending mainly
on the contour complexity. The subsequent model matching procedure works with the already
simplified contour. Its runtime is 0.14 seconds on average. The complete pipeline for detection of contour landmark points runs almost every time under 5 seconds which is a significant
improvement compared to 30–150 seconds of Miller et al. [3]. Note that the methods for segmentation and contour simplification are the same as described in Section 7 of [1]. For that
reason their time performance is very similar to the previously reported one.
Tab. 1 summarizes the displacements of vertices found by the proposed algorithm compared to the manual annotations. They are similar to those achieved by Miller et al. [3] on
19

Clopema - 288553

D6.2:Grasp patterns

their own dataset. Moreover, the reported displacements are approximately 20% lower than
displacements achieved by our former algorithm on a subset of the current dataset. Fig. 17
shows displacements for various configurations of the selected pieces of garments. The experiments revealed that determining exact locations of shoulders is the most problematic task
for our model. They are sometimes confused with the neckline. However, since positions of
shoulders are not used for the automated folding, these errors cause no problems.

4.3

Free hanging garment grasping points

In order to achieve unfolding we detect and grasp two points at the outline of a free hanging
garment. Observing a hanging piece of clothing, we noticed two different types of local features
that may be robustly detected on its outline: i) junctions formed at the lowest part of folds
(Fig 18.a), ii) edges with approximately horizontal orientation (Fig. 18.b ). The steps for the
detection of these features are the following: 1) the detection of the edges and junctions of
a hanging garment, 2) the extraction of outline points based on the detected features, 3) the
selection of outline points to facilitate grasping, 4) the procedure used in order to select the
robot’s grasping point at the garment’s outline.

Figure 18: Parts of the outline of a garment in a random hanging configuration: (a) junctions
formed at the lowest part of the folds, (b) edges with approximately horizontal orientation

4.3.1

Edge and junction detection on the hanging garment

Edge detection is based on the analysis of depth discontinuities on the garment. In particular,
the Canny detector is used for the extraction of edge contours on the garment’s depth image,
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whereas contour simplification is used for segmenting contours into line segments. Simplification is applied in two steps. In the first step a coarse simplification (one with a loose threshold)
is used to segment the contour in approximately linear segments, i.e. to find inflection points
on the contour. In the second step a more refined simplification is applied to the contour corresponding to each segment above. The latter allows us to detect junctions more accurately since
edges are usually curved (Fig. 19.c ).

Figure 19: Extraction of edges and junctions: (a) a garment in a random hanging configuration, (b)the extracted edges using the detailed representation, (c) the detected junctions, (d) the
extracted edges on the hanging garment
Junctions are defined by the intersection of two or more edges in their detailed representation (Fig. 19.c). Due to the presence of gaps in edge detection some junctions may be missed.
To avoid this, we originally detect such gaps and then search within a certain range (up to 2 cm)
around the ends of these open edges to determine whether a part of another edge is detected
(Fig. 19.c).
4.3.2

Extraction of outline points

Once the edges and junctions of the garment have been detected, outline points can be extracted
based on the aforementioned types of features.
In case of horizontal edges the detection is straightforward. However, in case of folds, we
have to verify whether the junction is the result of a part of the garment folding onto itself.
Thus, for each junction Pf : 1) Pf should be a junction of three edges e1 , e2 and e3 (see Fig
20.b), 2) at least one of the edges (e1 ) is heading upwards, towards the grasping point (in case
more than one edges head upwards e1 is the one whose orientation is closer to the vertical axis),
while at least one of the other edges is heading downwards (e3 ), 3) all three edges belong to the
same semi-plane S1 defined on the depth image by e1 (see Fig. 20.c), 4) three layers positioned
at different depths are detected between the edges of the junction. The layer a part of which is
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Figure 20: Fold detection: (a)a fold, (b) the fold’ s edges, (c) the semi-planes defined by e1 , (d)
the layers formed around the fold.
covering S2 ( meaning the semi-plane that does not include the three edges) should be the most
distant layer (layer L1 in Fig. 20.d). Then, the lower layer of S1 should be the middle layer
(layer L2 in Fig. 20.d), whereas the upper layer of S1 should be the closest layer (layer L3 in
Fig. 20.d).
The orientation of junction edges is estimated using the coarse line segments detected in the
previous stage, acquiring more robust results than considering only small areas around the
junctions. Contrariwise, for the estimation of the layers’ ordering the area under consideration
is limited around the junction (20x20 pixels), since the layers might exhibit fluctuations of their
depth. Based on the existing edges, the area is divided into sub-areas, which rarely exceed the
expected number of three because of the noise. For the three larger areas, their average depths
and centroids are calculated and mapped to the three layers formed around the junction. With
the above simple heuristic we are able to robustly detect folds even in the presence of noise on
the depth images. Using depth data provides invariance under illumination conditions and the
material of the garment.
4.3.3

Graspability verification

The primary criterion for the selection of an outline point as grasping point is its graspability,
i.e. a grasp that is collision free. A fast test to verify this is to test for the presence of a layer
in the back that is very close (3 cm). In case this does not succeed, an exhaustive collision test
between a virtual gripper and the acquired point cloud is performed(Fig. 21.b). For efficiency
we test 4 equidistant points near the grasp candidate for several orientations using octrees (Fig.
21.a). In the case of a fold, the candidates are lying at the lowest edge of the fold near the
junction while in the ”horizontal” edge case the candidates are spread along it. If more than
one point is graspable, the one closer to the fold is preferred while for the case of ”horizontal”
edges the choice is random. In order to speed up the procedure, the grasping candidates are
examined in parallel.
During the collision test various orientations of the gripper are tested. The search is exhaustive
and the step used for each axis rotation is 18o . Since there may be several collision free orientations, we rank them based on the following criteria: 1) maximizing the minimum distance
between the piece of fabric inside the gripper’s fingers, 2) maximizing the ratio between the
3D mesh points in the grasp area of the gripper ( Fig. 22) and the rest of the area between the
gripper’s fingers. The first measure helps aligning, as much as possible, the gripper with the
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Figure 21: Grasping procedure: (a) grasp candidates near a fold, (b) simulated grasp

Figure 22: Simplified gripper model
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area of the garment near the grasping point. In this way, the number of cases where the gripper
could displace the garment before completing the grasp is substantially decreased. The second
measure prevents a larger area of the garment, besides the grasping area, from being trapped
within the gripper’s fingers. So, the cost function for the collision free orientations is :
ga
md
cost = 1 − 0.75 gap − 0.25
fp
2

(7)

where md is the minimum distance between the points of the garment’s 3D mesh inside
the gripper’s fingers and the closest finger, gap is the gap between the gripper’s fingers when
they are open, ga is the number of the mesh points inside the grasp area of the fingers, f p is
the number of mesh points within the fingers. The weights of the two parameters have been
experimentally determined and indicate the relative importance of the first one, since decreasing
its value could lead to grasp failure.
4.3.4

Grasping point selection procedure

Although a single picture of the hanging garment could be adequate for outline point detection,
aggregating results over more view points of the garment has demonstrated improved robustness since erroneous folds can thus be easily avoided. In addition, more points that facilitate
robotic grasping are examined and ranked based on the criteria described in the previous section.
The proposed work flow is as follows. First, the garment is picked up from an arbitrary
point. The manipulator’s wrist is brought to a pose that allows rotation of the hanging garment
around the vertical axis. Then it is rotated up to 360o while several depth images are acquired
(80-90 images) and associated point clouds are reconstructed and merged into a single look
accurate model used for collision detection. For each depth image the edges, and subsequently
the junctions and folds of the garment are detected using the rules defined in the previous
subsections. Each fold is then back projected in 3D and if it coincides with previously detected
folds, a score corresponding to the number of images where it is detected is accumulated.
The rotation procedure terminates either when a full rotation is completed, or when a fold
appears in more than 6 images. The second case occurs frequently and accelerates the unfolding
procedure. When no grasping point is selected until the completion of the garment’s rotation
then the fold with the highest score is selected as long as it appears in more than 3 images. The
grasp candidate’s graspability is then verified. When a good fold candidate is not found, then
the hemline with the lowest deviation from the horizontal axis is selected. Again, if a graspable
point is not found the garment is rotated until a graspable hemline is found.
The selected point is then grasped by the robot and the rotation procedure is iterated once
again to detect a second point at the outline of the garment. In order to avoid grasping the
garment near the first grasp point, this time the algorithm searches for candidate points at the
lowest half of the hanging garment. Using the detection results, the garment is grasped by two
outline points yielding a half folded configuration.
4.3.5

Evaluation

For the evaluation of the outline point extraction subtask, we ran 50 tests that included the
detection of two grasping points each, in other words, 100 different configurations of various
types of clothing were tested (5 long sleeved shirts, 5 T-shirts, 4 shorts, 4 trousers, 3 towels and
2 skirts). In all the tests, the first grasping candidate was a fold and only in cases where the folds
were not graspable the algorithm resorted to selecting horizontal edges as outline candidates. In
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particular, 98% of the folds were detected accurately, while 2% were labelled not graspable. In
only one of these cases, despite the fact that the fold was detected correctly, its lower edge was
unified with another edge during edge detection, consequently the final grasping point, which
was located in a near distance on the edge, was incorrect. The edges correctly considered as
outline hems were 93.6%. The fault cases were edges formed by big pockets of shorts and
pants. To sum up, 97% of the final suggested grasping points were correctly classified as
outline points. For the 3% of misclassified outline points the 1% corresponds to examined
folds, whereas the remaining 2% corresponds to horizontal edges.
In 77% of tests, the folds were detected without concluding a whole rotation of the garment
around its axis. The early detection led to reducing the average time of fold detection from 25.4
to 13.2 seconds.
The percentage of folds that were graspable was 76% while for edges it was 72%. However,
graspability issues occurred only in thick garments, such as trousers, thick long sleeved shirts
and certain shorts with big pockets. The average time for graspability check was 5.6 seconds.

5

Garment manipulation

There is a close relation between the grasping and the consequent manipulation of the garment.
The core of the garment manipulation are simple operations with the garments. This section
describes these simple operations.

5.1

Putting on table

The putting on table assumes there is an unfolded garment held by both arms. There are currently two possibilities implemented: putting over the edge and gravity based putting.
The former is suitable for longer garments but it requires the edge of the table to be in the
reachable position by the robot. Additionally the final position of the garment is aligned with
the table edge which is not always required.
The second approach uses gravity force to achieve the result and is more like people do it
- but still lacking the dynamics because of the controller limitation. Moreover this approach
reduces the friction between the garment and the table and thus does not rely on the strong
clamping of the garment by the grippers.
The moving patterns of both approaches are shown in Fig. 23. Additionally, in both approaches, when leaving the current position, the grippers are set in the horizontal direction of
moving. It overcomes the problem where part of the garment which was held by the gripper
lies on top of the rest of the garment after the putting is done.

5.2

G-fold

Gravity based folding, also known as G-fold, was originally proposed by Jur Van Den Berg at
all. in [8]. It divides the folding to individual folds which are then executed in sequence. In [7]
we proposed the additional feedback, to deal with the unwanted garment movement during the
manipulation, by estimating the garment position after each fold. This approach increases the
stability of folding at least in the case of low friction between a garment and a table. In addition
to the original proposal, several kinematics constraints had to be solved because unlike in the
original work, no specially designed table was used:
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(a) Gravity based

(b) Putting over edge

Figure 23: Putting on table
• The compliant gripper design which allows the fingers to bend on the plane of the table
[REF Section].
• The robust garment grasping limited by garment boundaries as described in 3.4.
• Implementation of offsets computation dealing with non ideal garment grasping.

6

Dual-arm flattening

In this section, we present a generic 2.5D deformable surface analysis approach for parsing,
characterizing and quantifying a garment’s surface.
This feature extraction framework is used to describe garment surfaces shapes and topologies for manipulation skills on the CloPeMa dual-arm robot (Fig. 24-A). For this framework,
we use the actuated binocular robot head system as shown in (Fig. 24-B).
To demonstrate and validate the surface analysis approach and the use of the active stereo
sensing system, we propose an on-table garment flattening robotic task. For this purpose, we
have devised a dual-arm flattening strategy in order to flatten a variety of garments in real-life
scenarios.
This work was submitted to ICRA 20151 .

6.1

Methodology

As observed in Figure 25, our processing pipeline includes four stages: (0) camera calibration
and integration (offline), (1) depth data acquisition, (2) generic garment surface analysis, and
(3) dual-arms planning for flattening. The following subsections detail the design and implementation of each stage. We assume that the garment has been selected and separated from a
pile of clothes and has been deposited on a table. Note that this pipeline has been implemented
in the Robot Operating System (ROS Hydro) [5] and it is freely distributed under the CloPeMa
project.
Our surface analysis approach consists of: garment shape and topology analysis, and wrinkle description and quantification. Both are briefly described below.
1 Garment

surface analysis using the active stereo robot head for dual-arm flattening. ICRA 2015
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Figure 24: (A) The CloPeMa robot which consists of two seven degrees of freedom YASKAWA
arms and a custom made YASKAWA turn-table. Each arm features a specialised gripper
for handling clothing and a ASUS Xtion Pro. (B) Our stereo robot head instagrated on the
CloPeMa testbed suit. (C) A close up image of the CloPeMa gripper.
Surface topographic features are detected by computing the curvatures of the garment surface. For this purpose, we employ shape index [2] to classify the surface shape at each point
into one of nine different types: cup, trough, rut, saddle rut, saddle, saddle ridge, ridge, dome
and cap (as shown in Fig. 25-I). A majority ranking filtering is applied to remove incorrect
and isolated shapes. Wrinkles are finally parametrised in order to be used in the manipulation
task. Our shape analysis approach focuses on wrinkles (yellow regions in Fig. 25-I) because
wrinkles determine the configuration of a garment irrespectively of its colour, fabric or garment
type.
In order to detect and locate wrinkles on the garment’s surface, we first provide a geometric definition of a wrinkle (Definition 1). This definition is inspired by classical geometric
approaches to parsing 2.5D surface shapes and topologies (e.g. shape index [2]). As a consequence of Definition 1, it is essential to define what ridges are as these encapsulate most of the
wrinkle’s topographic information (Definition 2).
• Definition 1. A Wrinkle is a set of triples. Each triple consists of one ridge point and
two contour points along the maximal curvature direction.
• Definition 2. Ridge points are the positive extrema of maximal curvature [4]. The wrinkle’s contour is the boundary of the concave and convex surfaces of the garment.
The wrinkle’s contour is defined as the boundary of the convex and concave surface (as
per Definition 2), which is estimated by computing the zero-crossing of the second derivatives
of the garment’s surface2 . After the wrinkle’s contour has been detected, the garment surface
topology is fully parsed, an example of which can be seen in Fig. 25-I and J.
The wrinkle description process consists of: (1) connecting ridge points to contiguous segments and (2) grouping found segments into wrinkles (Fig. 25-H). In the first step, neighbouring pixels of detected ridges are connected iteratively until continuous segments are obtained.
2 In our implementation, we apply a Laplacian template window size of 16×16 in order to calculate the second

order derivative.
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Figure 25: Overall processing pipeline for garment perception and manipulation.
In this process, the segments’ end points are labelled as ‘active’ ridge points. The minimum l2
distance between every two active ridge points is used as the distance measurement between
two segments (Eq.8):

a ∈ s , ∀r a ∈ s k , i f r , r ∈ γ
min k ∀rm
i
j 2
m n
n
d(si , s j ) =
(8)
∞, otherwise
,
a}
where si and s j are two ridge line segments consisting of a range of active ridge points {r1a , ...rM
a
a
and {r1 , ...rN }, and γ is a ‘ridge’ region in the shape index map. If two nearest segments are in
the same ‘ridge’ region, they are grouped into a lager segment. Finally, for each wrinkle, a polynomial curve is fitted along its ridge points, and this polynomial curve is the final description
of a wrinkle.
Shape Index classifies surface shapes without measuring surface magnitude. We therefore
quantify a wrinkle in terms of triples, as stated in Definition 1. By matching ridge points and
their two corresponding contour points (as shown in Fig. 25-L), we estimate the maximal
curvature direction θ (on the x-y plane of the depth map) on each ridge point. The maximal
curvature direction, θ, is estimated with respect to the perpendicular direction of the tangent
line on the fitted wrinkle. We adopt a 5th order polynomial curve in order to approximate each
wrinkle.
In our approach, the three points that define a triple are used to measure the height and
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width of a wrinkle. That is, given a triple t p containing one ridge point pr and two contour
points plc and prc , the height ht and width wt are calculated as follows:
ht = 2

d (d − a) (d − b) (d − c)
c
wt = c,

(9)
(10)

where a = k pr , plc k2 , b = k pr , prc k2 , c = k plc , prc k2 , and d = (a + b + c)/2. The numerator of
Eq. 9 is the area of a triangle embedded in a 3D space.
For the specific task of garment flattening, the physical volume of the wrinkle is adopted as
the score for ranking detected wrinkles. To obtain the amount upon which the dual-arm robot
should pull in order to remove the selected wrinkle, we compute the geodesic distance between
the two contour points of each triple.

6.2

Dual-arm flattening strategy

Figure 26: (A) The seven poses for a robotic flattening motion. The sequence of theses poses
is as follows: The gripper is moved to the ‘plan pose’, from this pose, we interpolate among
poses sequentially in order to move the gripper(s). It is noticeable that the grasping direction
and pulling direction are not aligned. The ‘plan pose’, ‘touch-table pose’, ‘grasping pose’ lie
in one plane, whereas the ‘grasping pose’, ‘pulling pose’, ‘put-on-table pose’, ‘free-garment
pose’ and ‘leave-table pose’ lie in a different plane. For the gripper state, it will be set ‘open’
in ‘plan pose’, ‘close’ after ‘grasping pose’ and ‘open’ again after ‘put-on-table’ pose. (B), the
three largest wrinkles are shown, where the red one is the largest. The inferred grasping and
flattening(pulling) directions are shown as red and blue arrows respectively.
An entire flattening action consists of seven robotic poses: plan, touching-table, grasping,
pulling, put-on-table, free-clothing, leave-table. These poses are illustrated in Fig. 26-A. This
figure also includes other pre-defined parameters used during the flattening task, e.g. orientation of the gripper with respect to the table. The starting pose (Fig. 26-A, purple) refers to
moving the robot’s gripper close to the table in preparation for flattening, the touching table
and grasping poses (Fig. 26-A, orange and red respectively) comprises grasping the garment’s
boundary by interpolating the robot’s motion between these two poses. The pulling and put-ontable poses pull the grasped garment according to the geodesic distance (Eq. 11) from grasping
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Figure 27: Each column depicts an experiment, in which the top images show the stage before
flattening, the middle images show flattening and the bottom images are taken after flattening.
pose and smoothly return the garment on the table. Finally, the free-garment and leave-table
poses are for freeing the garment and leaving the table.
In order to calculate and interpolate these robotic poses, four parameters are required: the
‘grasping position’, the ‘grasping direction’, the ‘flattening direction’ and the ‘flattening distance’. The ‘grasping’ and ‘pulling poses’ are estimated using these parameters. Then the other
poses are inferred from the ‘grasping’ and ‘pulling poses’. By interpolating these seven poses
sequentially, the robot is therefore able to perform a smooth flattening action. Note that for
planning and interpolation we use the CloPeMa commander libraries of the project.
As shown in the Fig. 26-B, once the largest wrinkle is selected, PCA is employed to compute its primary direction, and the two ‘flattening directions’ are orthogonal with respect to the
primary direction. After the ‘flattening directions’ are fixed, the two corresponding cross points
on the garment contour are set as the position of the ‘grasping pose’ (Fig. 26-A). While the
‘grasping direction’ is estimated by the local contours of the grasping positions (as shown in
Fig. 26-B). The ‘flattening distance’ dwi of wrinkle wi is estimated by:
Nr

dwi =

∑ (G(ctli , ctri ) − E(ctli , ctri ))/Nt ) ∗Coe f fspring,

(11)

ti ∈w

where ti is the ith of Nr triples in wi ; ctli and ctri are its two wrinkle contour points; G refers to
Geodesic distance, while E refers to Euclidean distance. Coe f fspring is the maximal distance
constraint between particles in a mass-spring cloth model.
Because of the limitation of the robot’s joints and possible collisions between the two arms,
not all of the interpolated motions can be planned successfully. If planning and interpolating
for dual-arms motions fail, the robot employs only one arm - the arm used is selected according
to the flattening direction.

6.3

Experiments

To validate the integration of the stereo robot head, the 2.5D deformable surface analysis approach and the dual-arm flattening strategy, we propose two sets of experiments. Firstly, we
perform eight benchmark experiments to verify the performance and reliability while flattening a single wrinkle using dual-arm planning. Secondly, we demonstrate the performance of
our proposed approach while flattening a highly wrinkled garment, comparing our robot stereo
head system and standard depth cameras (i.e. kinect-like cameras). The ultimate aim of these
experiments is to evaluate the performance of the methods described in this paper while depicting pre-defined wrinkles set at different directions.
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Table 2: The Required Numbers of Iterations for flattening highly wrinkled experiments.
Benchmarck
Experiments
RNI
Dual-arm
success rate
Grasping
success rate

1

2

3

4

5

6

7

8

Average

1
100%

1
100%

1
100%

1
100%

1
0%

1
100%

1
100%

1
100%

1
85%

100%

100%

100%

100%

100%

100%

100%

100%

100%

Table 3: The Required Numbers of Iterations for flattening highly wrinkled experiments.
Experiment
No

RNI of
dual-arm (RH)

1
2
3
4
5
6
7
8
9
10
Average
STD
Dual-Arm
Success rate

4(4)
5(4)
6(4)
5(4)
4(3)
5(3)
4(2)
4(2)
3(2)
6(3)
4.6(3.1)
0.95(0.88)
65.9%

RNI of
dual-arm
(xtion)
7(4)
8(4)
7(3)
12(4)
8(4)
13(7)
11(3)
10(5)
9(5)
10(5)
9.5(4.4)
2.07(1.17)
46.3%
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RNI of
single-arm
(RH)
7
12
5
8
7
7
12
14
8
6
8.6
2.99
-

RNI of
single-arm
(xtion)
10
12
17
11
12
19
13
12
11
14
13.1
2.85
-
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Figure 28: The first row depicts the towel state before flattening; the second row the detected
largest wrinkles and the inferred forces; and finally, the third row, the towel state after flattening.
On the third iteration, dual-arm planing proves infeasible to execute, a single-arm manoeuvre
is then formulated and applied.
As described in previous sections, our proposed generic garment surface analysis is able
to detect wrinkles that are barely discerned by human eyes unless a close inspection of the
garment is carried out. As it is not necessary to flatten these types of wrinkles, we therefore
propose a halting criterion that determines the amount of ‘flatness’ based on the amount of
the pulling distance obtained in Eq. 11. In our experiments, if detected wrinkles are less than
0.5CM (barely perceptible), the garment is considered to be flat3 .
Benchmark experiments As shown in Fig. 27, there is one salient wrinkle distributed in the
range of 45 degree to -45 degree (from the observer’s view). In order to evaluate the stability
of the proposed approach, we repeat each experiment 5 times and results are shown in Table 2.
From Table 2, we deduce that our generic garment surface analysis is able to flatten these
eight bench-mark experiments in only 1 iteration. Moreover, the success rate for dual-arm
planing is 85% while the robot grasps successfully the edge of the garment. Experiment 5
shows a fail case while using both arms, this is due to the limitation of the robot joints and the
inverse kinematic planner adopted.
Highly-Wrinkled Flattening In order to investigate the overall performance of our proposed
approach for autonomous flattening of highly wrinkled garments, we compared the flattening
performance between a single-arm and dual-arm strategies. Similarly, in order to demonstrate
the use of high-quality sensing capabilities during the perception-action loop, we compare the
flattening performance between our stereo robot head and a kinect-like sensors.
3 This

value is obtained by the average of manually flattened garment examples performed by a human-user.
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Figure 29: Preliminary results while flattening a T-shirt. As observed, our proposed pipeline is
able to adapt to any shape of garment, the robot can grasp the sleeves and stretch the wrinkles
successfully.
Therefore, for each experiment, we randomly wrinkled a squared towel - wrinkles are distributed in different directions without following any order. We then apply different flattening
strategies (dual-arm or single arm) with either the robot stereo head or Xtion. For comparison,
four groups of experiments are carried out: (1) dual-arm using robot head, (2) single-arm using
robot head, (3) dual-arm using Xtion and (4) single-arm using Xtion. To measure the overall
performance and reliability, we perform 10 experiments for each group and we compute the
Required Number of Iterations (RNI) as shown in Table 3.
From the results, we discovered that the dual-arm strategy is more efficient in flattening long
wrinkles than the single-arm because that usually breaks long wrinkles into two short wrinkles.
Likewise, between the stereo robot head and Xtion, we find that it is difficult to quantify the
wrinkles and also estimate the accurate flattening displacement (especially for small wrinkles)
from pure Xtion depth data because the depth map is noisier than the robot head - the high
frequency noise is usually more than 0.5 CM. Furthermore, long wrinkles captured by the
Xtion are often split into two small wrinkles due to the poor quality of the depth map, which in
turn results in more flattening iterations (and lower dual-arm planing success rate).

7

Conclusions

This report presented methods corresponding to grasping, basic manipulation and active manipulation. First we described the CloPeMa compliant gripper which allow different types of
grasping. Than we introduced basic manipulation patterns for grasping from heap, table and
free hanging garment. The manipulations are driven by methods for detection and localization of grasping points which were described in section 4. The rest of the report is dedicated to
manipulation with garment and active manipulation with visual feedback. The active manipulation is represented by flattening of the garment on a table. The methods are implemented on the
CloPeMa testbed and utilized during the process of garment folding and sorting. Development
of the methods was adjusted to the needs of CloPeMa demonstration scenarios.
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