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Figure 1: CloPeMa testbed.

1

Introduction

This Deliverable 6.1 reports mainly results achieved in WP 6 - Recognition, learning and active exploration. WP 6 main goal is to help understand a scene sensed by visual and tactile
sensors implemented on the CloPeMa testbed, Figure 1. Understanding here means predominantly grounding percepts in the model of the world (in the mathematical logic sense). Objects
(foreground) as entities of interest in the scene which have to be detected and segmented out
from the uninteresting observations (background). Objects have names (labels). Objects serve
as basic primitives allowing symbolic reasoning about the scene and robot actions.
WP 6 implements needed pattern recognition methods/tools and provides its services to
other WPs, mainly WP5 - World representation, perception, action planning. It explores percepts provided by WP 4 (vision) and WP 3 (tactile). WP 6 also studies which pattern recognition tools can simplify the perception-manipulation tasks.
The CloPeMa world is rather constrained. The robot world is given by the CloPeMa testbed,
a dual arm robot with CloPeMa hand (a specialized gripper for garment manipulation, equipped
with tactile sensors and allowing checking the grasped piece of cloth by rubbing). At the time
of this deliverable writing, version 2 of CloPeMa hand (without tactile sensing and without
shape-from-shading in-palm camera system) was available for experiments. Both elements are
going to be delivered for the review in early March 2014.
This deliverable has the following composition. Section 2 describes several types of visionbased sensors used in CloPeMa. In the following sections we show the applied visual features
and object models on tasks related to project aim. Some state-of-the-art methods were reim1
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plemented, tested and improved. Having this experience, new methods were designed and
practically tested.
Section 3 describes the use of visual features for grasping garments. Small recognized
object, such as buttons, holes or significant seams are one type of visual features which can be
used for recognition. In section 4, we introduce detector of buttons based on circles detection
and image recognition. Section 5 describes construction of the object model and its utilization
for unfolding a piece of garment. Section 6 explicates feature extraction from a high resolution
stereo head. Section 7 describes our improvements to polygonal model of a garment. The
polygonal model is used for garment folding. Section 8 concludes this deliverable.

2

Visual sensors

Many different sensors are mounted on the CloPeMa testbed. Visual information suitable for
reasoning and planning is provided by range sensor (Xtion) and by CloPeMa stereo head. Data
from these sensors are processed and used for grasping, folding and unfolding procedures.

2.1

Range sensors

The CloPeMa testbed is equipped with two Asus Xtions and one PrimeSense Carmine 1.09
range sensors. One sensor is placed in the gap between the two arms on a metal bar that
supports the stereo head stand. Two range sensors are placed on the connection preceding the
wrist on both arms.

Figure 2: The Asus Xtion range sensor in the gap between arms (right) and PrimeSense
Carmine 1.09 range sensor on an arm (right)
Both Asus Xtion and PrimeSense Carmine 1.09 are range sensors similar to the Microsoft
Kinect, both developed mainly for entertainment industry. The advantage over Kinect are
smaller dimension and smaller power consumption. It uses structured light approach to range
sensing. A known pattern is projected onto the scene using the infrared projector and it is captured by the infrared camera. The depth is computed from the disparity between the known and
observed patterns.
Both types of sensors provide depth, RGB and IR image streams. The depth stream has
the maximal frame rate of 30 Hz with the resolution of 640 × 480 pixels. The RGB image
stream has the maximal frame rate of 30 Hz with the resolution of 1280 × 1024 pixels for Xtion
and 640 × 480 pixels for Carmine. The IR image has maximal frame rate of 30 Hz with the
resolution of 640 × 480 pixels. The driver does not support simultaneous streaming of the IR
and RGB or depth.
The resolution of the sensor at the 0.9m distance is approximately 1.5mm in horizontal and
vertical axes, and 3mm in the depth. The noise level depends on the type of the scene. The
2
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Figure 3: Coordinate frames in the HOME position of the CloPeMa robot head.
depth on dark materials is noisier than on the light ones. The specified minimal distance for
the depth recognition is around 0.8m for Xtion and 0.35m for Carmine. The actual minimal
distance is sightly smaller than the specified.

2.2

Stereo head

The aim of the CloPeMa active binocular robot head is to integrate high resolution imaging
for 3D mapping and range images and low resolution imaging for real-time gaze control and
feature extraction. The ability of the robot head to target different parts of the scene, requires
to maintain updated the camera’s extrinsic calibration parameters (Section 2.2.1). In order to
achieve real-time range image acquisition, it is needed to accelerate core components in the 3D
pipeline as described in Sections 2.2.2 and 2.2.3.
To that end, the aim of the dynamic calibration ROS nodes is to provide ready-to-use calibration routines based on OpenCV that allow the binocular stereo-vision system to recover
metrically accurate range images under dynamic gaze control.
2.2.1

Dynamic Calibration

In order to provide the required geometric transformation to maintain extrinsic calibration under dynamic camera gaze control, it is necessary to find the forward kinematic model of the
CloPeMa robot head. Figure 3 depicts the coordinates frames in the “HOME” position of the
robot head. We use the modified Denavit-Hartenberg notation (as used in the dual-arm robot)
to express the forward kinematic model of the CloPeMa robot head.
We treat each actuated pan and tilt unit (PTU) separately during hand-eye calibration; therefore, we assume that the world reference frame lies on the base of each PTU of the robot head
(i.e. left base or right base in Figure 3). If the cameras are targeting the same point in in the
world, then both open kinematic chains for each camera will be closed around this world point.
The above forward kinematic chain is not complete since the tilt reference frame is not
aligned to the optical image plane. Thus, it is necessary to find the geometric transformation
from the tilt reference frame to the principal point of the camera’s image plane. In order to
3
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Figure 4: Flow diagram of the camera-hand eye calibration ROS node.
find this transformation, we implement and carry out Tsai’s hand-eye calibration method [39]
in ROS.
The complete camera-hand eye calibration routine is depicted in Figure 4. The strategy
adopted consists of capturing images of the chessboard target with both cameras in a static
position. The target is presented to the cameras at different positions and orientations in order
to sample the camera parameter space adequately. For this process, we have used the dual-arm
robot to automate this process.
After capturing these images (e.g. 15 images for each camera), the ROS node then calibrates
each camera in isolation and outputs the calibration parameters. Thereafter, the node starts
capturing images again over different camera positions while the chessboard target is held
static (e.g. 10 images). The forward kinematic chain is then computed from the base of the
PTU to the tilt frame. Finally, Tsai’s hand-eye calibration is carried out for each camera in
order to obtain the geometric transformation that relates the tilt and camera reference frame.
The final step consists of finding the baseline separation between the PTUs. The kinematic
chain from the PTU’s base to the calibration target for the left camera is expressed as follows
(the same can be expressed with respect to the right camera):
Hlclb = Hltlb Hlclt

(1)

Hctlb = Hlclb Hctlc

(2)

where Hltlb expresses the geometric transformation from left base (lb) to left tilt reference
frames (lt); Hlclt is the transformation from left tilt to left camera (lc) found during the hand-eye
calibration described above. Therefore, Hlclb encodes the transformation from left base to left

4
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camera which is then used to find the transformation from left base to the world point of which
both cameras are targeting (ct).
The baseline separation between the PTUs can be defined as:
lb
Hrb

= Hctlb

−1

rb
Hct

(3)

Hence, the kinematic chain of the stereo head is completely described. In deliverable 7.3,
we present experimental results on the accuracy and repeatability of the calibration system.
2.2.2

Point cloud acceleration

Stereo triangulation is required in order to compute a point cloud. Common techniques includes
SVD based solutions. These solutions are typically enough for low resolutions applications but
as image resolution increase, the point cloud computation cost becomes a bottleneck in a 3D
application. Hence, to accelerate the latter, UG obtained simplified and direct solutions for the
stereo reconstruction problem in a least-squares fashion which is equivalent to a SVD solution.
In other words, the relationship between a point in the scene and its corresponding point in
the camera is defined as follows:
 


x
X
=P
(4)
1
1
where x is the 2D point on the image plane; X, the 3D point in the scene, and P is a
3 × 4 projection matrix that maps 3D coordinates to the 2D image plane. In the context of the
binocular robot head, we have two projection matrices: one for the left camera, P, and the other
for the right camera, Q. Since we are interested in obtaining a point cloud with respect to the
left camera, we can define P and Q as follows:

 

fle f t
0 ule f t 0
p11 0 p13 0
fle f t vle f t 0  =  0 p22 p23 0 
P = Kle f t [I|0] =  0
(5)
0
0
1 0
0
0
1 0
fright

0
Q = Kright [R|T ] =
0


 

uright
r11 r12 r13 t1
q11 q12 q13 q14
fright vright   r21 r22 r23 t2  =  q21 q22 q23 q24 
0
1
r31 r32 r33 t3
q31 q32 q33 q34
(6)
where f is the focal length; u and v, the principal point of the camera; R and t, a rotation and
translation matrix that maps the right camera coordinate frame into the left camera frame. We
can rearrange and simplify a set of an homogeneous system of overdetermined linear equations
system that takes the form:


0

A = MX

(7)


0
 0 

A=
 w 
z

(8)

where


5
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a
 0
M=
 e
h



0 b
c d 

f g 
i j

(9)

such that;
a = p11
(1)

b = p13 − xle f t
c = p22
(2)

d = p23 − xle f t
(1)

e = q11 − q31 xright
(1)

f = q12 − q32 xright
(1)

g = q13 − q33 xright
(2)

h = q21 − q31 xright
(2)

i = q22 − q32 xright
(2)

j = q23 − q33 xright
(1)

w = q34 xright − q14
(2)

z = q34 xright − q24
where xle f t and xright are the 2D points on the image plane of the left and right camera.
Hence, the direct and simplify least square homogeneous solution of the above system is:
Xworld =(d f h − cgh − dei + ce j)(−diw + c jw + d f z − cgz)+

b2 ( f h − ei)(−iw + f z) + c2 (ew + hz) +
Yworld


ab −(gi − f j)(iw − f z) + cd( f w + iz) − c2 (gw + jz)

= b2 ( f h − ei) + d(d f h − cgh − dei + ce j) (hw − ez)+
ab((cde + ghi − 2 f h j + ei j)w + (cdh + f gh − 2egi + e f j)z)+

a2 (gi − f j)(− jw + gz) + d 2 ( f w + iz) − cd(gw + jz)

Zworld =c(−d f h + cgh + dei − ce j)(hw − ez)−

ab ( f h − ei)(−iw + f z) + c2 (ew + hz) +
Wworld


a2 (gi − f j)(iw − f z) − cd( f w + iz) + c2 (gw + jz)


=b2 c2 e2 + h2 + ( f h − ei)2 + (d f h − cgh − dei + ce j)2 −

2ab −cd(e f + hi) + ( f h − ei)(−gi + f j) + c2 (eg + h j) +


a2 d 2 f 2 + i2 + (gi − f j)2 − 2cd( f g + i j) + c2 g2 + j2

(10)

(11)

(12)

(13)

thus,
X=

h

Xworld
Wworld

Y world
Wworld

6

Zworld
Wworld

1

iT

(14)
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Figure 5: Pyramid representation of stereo input image
The above has been implemented in ROS and the average execution time is 500ms for all
disparity points in a 16 Mega-Pixel range image.
2.2.3

GPU Stereo matcher

The aim of the Stereo Matching algorithm is to compute a disparity map from a pair of stereo
images. A disparity map refers to the difference in coordinates of similar features within a
stereo pair of images. The resulting disparity maps consists of horizontal and vertical disparities, respectively. Horizontal and vertical disparities define the ¡x,y¿ pixel displacement that
maps each pixel in the left image to the corresponding pixel in the right image.
This algorithm also produces a confidence map, which assigns a confidence to each disparity vector. The confidence map is based on the likelihood for a pixel disparity measurement to
be correct. If a pixel in one image of a stereo-pair lies in an occlusion, then there is no corresponding similar (matching) pixel in the other image, therefore an occluded pixel would likely
have a low confidence value. For most applications, only pixels with high confidence can lead
to reliable results.
The matching algorithm employs a pyramid representation (Figure 5) which is applied to
the stereo-pair input images and then serves to facilitate signal matching at multiple scales. In
this scheme, an initial estimate for the disparity is computed at a low resolution and the initial
disparity estimate from this scale is refined at a higher resolution until the target resolution is
achieved. The GPU stereo matcher performance is presented in deliverable 7.3.
Algorithm Description The stereo matcher takes a stereo-pair of images (the left and right
images) as input, and outputs a horizontal disparity matrix, a vertical disparity matrix and a
confidence matrix of the same pixel dimensions as the input images. The matching process is
as follows:
1. Two image pyramids are generated from the left and right input images, with certain
number of pyramid levels. At the top level of the pyramid, the horizontal disparity,
vertical disparity and confidence matrix are initialised to zero.
2. Starting from the top pyramid level, Step 2 will be repeated for each pyramid level, until
the bottom level reached:
7
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(a) For each pyramid level, a given number of iterations are applied. Step 2a to 2h is
repeated for each iteration on the current pyramid level: The sampling step (step) is
initialised to 1.0 by default, unless currentIteration < 7. The sampling step is calcu0.9
+
lated as follows: step = (numIterations − currentIteration − 1) ∗ numIterations−1.0
0.1, where numIterations is the total iterations and currentIteration is the iteration
counter.
(b) Step 2b to 2h is repeated twice for each iteration (1 iteration = 2 match cycles): The
right image is warped by applying bi-linear interpolation using the horizontal and
vertical disparities with and without a sampling step shift. The first is created using
the horizontal and vertical disparities without shifts. For the other four, horizontal
and vertical Â ± step is added to the disparities before warping.
(c) For the left image and each of the five warped images, a variance matrix is calculated by multiplying the images with themselves, i.e. squaring them, and convolving
the result horizontally and vertically with a Gaussian kernel.
(d) With the same Gaussian kernel, covariance matrices are calculated by multiplying
each of the five warped images with the left image and then convolving as before.
(e) Based on the standard deviation and covariance matrices, the correlation coefficients are calculated.
(f) Having obtained five correlation coefficient matrices, 2nd order polynomial maximisation is applied to the corresponding elements of the matrices. In case of a confidence value greater than one and the zero point correlation coefficient (c0) smaller
1−c0
than zero, it readjusts the disparity (disp) to be: disp = disp ∗ con
f −c0 , followed by
overwriting the confidence with 1. If the algorithm failed to fit a polynomial, it sets
the disparity to zero and the corresponding confidence to 0.4.
(g) The newly computed horizontal and vertical disparities matrices are multiplied by
sampling step and added on to the initial horizontal and vertical matrices. To obtain
a confidence matrix for the current match cycle, we compute Con f HV = Con f H ⊗
Con fV , then weigh this against the initial confidence (InitCon f ) by the function:
InitCon f = Con f HV + 0.75 ∗ (InitCon f −Con f HV )
(h) The disparity matrices are then weighed by the confidence matrix Dispxy = Dispxy ⊗
InitCon f . This is followed by smoothing using the local confidence matrix as a
convolution kernel. The same process is then applied to the confidence matrix. The
weighed smoothing process (2h) is repeated for a certain number of times. If the
steps 2b to 2h have been run twice, the disparity matrix differences will be compared between two match cycles within one iteration. Should the differences be
greater than the given thresholds, or the total number of iterations for the pyramid
level has been reached, the process will move to the next pyramid level (continue to
3), otherwise the process will step to the next iteration (starting at 2a).
3. After the matching iterations, the resulting horizontal and vertical disparity matrices and
the confidence matrix are smoothed once more with a 3x3 average filter, before being
expanded to the size of the next pyramid level.
4. Finally, the bottom (largest) level of the pyramid is returned as output.

8
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Figure 6: A foveated image and the pyramid used to create it. The centre of the pyramid that is
expanded is marked in black, and the reduction factor is k.
Foveated Matching Algorithm The process of foveation is applied to the same scale-space
matching algorithm mentioned in previous sections in order to produce disparity maps of spatially non-linear resolution. The first step is to build a foveated multi-resolution pyramid. The
lowest resolution (n*n) level (k) is expanded to the resolution of the next level (k+1). The central part (n*n) pixels from (k+1) are superimposed on the centre of the (k-1) level image, which
is then expanded again. Iteratively we repeat the process, until the final level is reached. The
result is an image with high resolution in the central square (n*n) and bordered by concentric
squares of decreasing resolution (see Figure 6).
GPU Parallel Mechanism The matching algorithm is implemented on GPU for its facilities
of parallel computations. The most popular GPU Architecture is CUDA (Compute Unified
Device Architecture), which is the software architecture of NVIDIA GPGPU (General-Purpose
Computing on Graphics Processing Units).
As observed in Figure 7, a thread is the fundamental unit of Parallel programming organisation. A thread block is a batch of threads that can cooperate with each other by synchronising
their execution, efficiently sharing data through shared memory, but two threads from different
blocks cannot cooperate. Every block includes at most 512 threads (Model G80 for example)
and, thus, a grid consists of several blocks. A kernel is executed as a grid of thread blocks and
all threads in a block execute the same thread program. They have thread id numbers within a
block and a thread program uses their ids to select the process and address of the shared data.
In this work, parallelisation consists of distributing the above-described stereo matching
algorithm over three types of memories in the GPU (shared memory, global memory and texture
memory). Each type of memory and its subsequent parallelisation is discussed in the following
sections.
Shared Memory GPU Shared memory is fast and is shared between all streaming processors in a multiprocessor. The streaming processor is a fully pipelined, single-issue, in-order
microprocessor. Several streaming processors make up a streaming multiprocessor. To use
shared memory, the data is first copied from host memory to global memory on GPU device,
9
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Figure 7: CUDA Structure
and then assigned block and thread id. Threads can access data in shared memory loaded from
global memory by other threads within the same thread block. Thread program uses thread id
to select the process and address shared data. One streaming processor can only execute one
thread program at a time but all streaming processors in all multiprocessors work simultaneously, which improves efficiency tremendously. Finally, after execution on GPU, the data will
be copied back to the host.
To accelerate our matching algorithm, for example, convolution procedures are implemented by shared memory, which appear in steps 1, 2c, 2d, 2h and 3 in the algorithm. It is
an important part for parallelisation optimisation and it has demonstrated significant performance improvement.
Shared memory is allocated per thread block, so all threads in the block have access to the
same shared memory. Threads can access data in shared memory loaded from global memory
by other threads within the same thread block.
Texture Memory GPU Texture memory is available for reading to all multiprocessors.
Data is fetched by texture units in a GPU. Textures are accessed through a dedicated read-only
cache which is optimised for spatial locality, so the data can be interpolated linearly without
extra overheads (see figure 8). Suppose that four points N1, N2, N3 and N4 are known. In order
to know U, normally the equation below is needed, which represents an expensive calculation.
F(x, y) = (1 − u)(1 − v)F(i, j) + u(1 − v)F(i + 1, j) + (1 − u)vF(i, j + 1) + uvF(i + 1, j + 1)
(15)
However, the cost for texture memory to perform linear floating point interpolation is almost
free.
Floating point interpolation is an important step for the matching algorithm. Bi-linear inter10
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Figure 8: Floating Point Interpolation
polation in step 2b, 2d, polynomial maximisation on step 2 f and rescaling image size on step
1, 3, all benefit from texture memory.
Global Memory GPU Global memory is the largest volume of memory available to all
multiprocessors in a GPU but its access latency is relatively higher than shared memory. Global
memory is mainly used to keep intermediate results for later use either by shared memory or by
texture memory, so that it reduces time spent on data exchange between CPU and GPU. Every
step requires support from global memory.

2.3

Photometric stereo sensor

Photometric stereo is a computer vision method for estimating local surface orientation by using
several images of the surface taken from the same viewpoint but under different illumination
directions. It was originally introduced by Woodham in 1980 [42] and assumed uniform albedo,
known point-like distant light sources and Lambertian reflectance. Since then, photometric
stereo has been generalized to many other situations, including non-uniform albedo, extended
light sources, and non-Lambertian surfaces [2].

Figure 9: The photometric stereo sensor - close up photo and installed on the robot
In CloPeMa, a miniature photometric stereo sensor has been developed and installed in the
robot’s gripper, fig. 9. The sensor consists of a camera, 4 LED arrays as light sources and
a control system to synchronise the light sources with the camera. It captures four images of
the inspected surface with different illumination under very close distance (less than 2 cm).
By running the photometric stereo algorithm, the normal vector and the albedo are returned
11
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for every pixel of the captured images while by integrating the normals we can obtain the 3D
reconstruction of the surface relief, fig. 10.
To ensure that the normal field is integrable, the Frankot-Chellappa algorithm is used. This
algorithm represents a possibly nonintegrable estimate of surface slopes by a finite set of basis functions and enforces integrability by calculating the orthogonal projection onto a vector
subspace spanning the set of integrable slopes [14].

Figure 10: A silk shirt (left), its albedo (middle) and the surface three-dimensional point cloud
with albedo (right)
The sensor data can be used to extract useful features for assessing the surface roughness
of a garment or for estimating its material properties. Except for features like colour, SIFT etc.,
extracted from the 2D images, we are mostly interested in features that can describe the 3D
microtexture of the garment surface. Towards this aim, we use local binary patterns (LBP) [27]
on the recovered 3D reconstruction to characterise the microstructure of the garment.
LBP is a texture operator which labels the pixels of an image by thresholding the neighbourhood of each pixel and considers the result as a binary number, as it is shown in fig. 11.
By creating the histogram of the operator outputs over the entire image we obtain a feature that
can describe the texture of the surface.
To use this 2D operator in our case, we transform the height map returned by the photometric stereo algorithm to a 2D grayscale image. This way the 3D relief of a surface can be treated
as 2D texture. To achieve rotation invariance, a modification of the original operator is used,
called uniform LBP. Also, using LBPs in different scales (multiscale LBP) we can describe
texture structures of different size, an approach which is described in detail in [35].
Multiscale LBPs were used to develop a classification system for clothes. A database of 3D
microtextures of 5 garment classes (cotton pants, cotton shirts, cotton towels, wool clothes and
polyester clothes) was created using the photometric stereo sensor installed on the robot. Each
class contains 10 samples, 7 of which were used for training and the rest for testing.
A support vector machine classifier with RBF kernel was trained to classify garments to the
right class using the histograms of multiscale LBPs as features. High success rates are observed
for clothes with distinct 3D microtexture, such as cotton towels, while most errors are found
in distinguishing cotton shirts and polyester clothes due to the low inter-class variation. The
overall classification rate of the system is about 65 %.
The above results were expected in the sense that the sensor can only measure the microgeometry of the textile. This is not enough for material recognition even by humans.
During the third year of the project, the work on photometric stereo will continue in three
directions.
First, improvement in the quality of the reconstruction wil be sought by accounting for
complex illumination models (the standard assumption of photometric stereo is distant diffuse
light sources) and for reflectance models corresponding to textile materials.
12
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Figure 11: LBP computation [1]
Secondly, experiments with more classifiers on a more complete dataset will be performed.
Finally, fusion of classification scores or features with those obtained by other visual or tactile
techniques will be investigated.

2.4

Depth map filtering

In CloPeMa three structured light sensors (Asus-Xtion) are also used for perception tasks. Due
to the intrinsic features of the sensor and environmental conditions (e.g. illumination of the
scene), the produced depth maps are usually noisy. Also, depth maps may contain regions
where depth is undetermined (e.g. due to specular reflections). The depth map also tends to
have invalid depth values around object edges and contain spike/speckle noise. We have found
that filtering may significantly improve the quality of the depth maps.
Five different depth map refining filters were implemented.
• Averaging. Averaging of multiple static frames is used to increase depth map’s accuracy.
• Bilateral Filter. Bilateral filtering [38] combines domain and range filtering. It replaces
the pixel value at x with an average of similar and nearby pixel values. In smooth regions,
pixel values in a small neighbourhood are similar to each other, and the filter acts essentially as a standard domain filter, averaging away the small, weakly correlated differences
between pixel values caused by noise.
• Trilateral filter. Trilateral filter [22] is an extension of bilateral filter. It is similar to it in
the way that the filtered result is also a weighted average of nearby pixels. The weights
are calculated by considering both the depth samples proximity and depth sample values
similarity. However, the difference from the Bilateral Filter consists in taking account of
the corresponding reconstructed image in generating the weights of different pixels.
• Joint Bilateral Filter. Joint bilateral filter [31] (or cross bilateral filter) is a variation of
Bilateral Filter with additional information. The original RGB image is used in depth
estimation. In this method the original RGB image is treated as the kernel computation
13
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target and the depth map as the filtering target. The kernel is computed by colour or
intensity values of the RGB image instead of depth values. The filter fits edges in the
depth map around an object to edges in the natural images object and smoothes small
non-Gaussian noises.
• Weighted Joint Bilateral Filter [25]. The filter convolutes a depth image by a jointly
computed kernel on a natural image with a weight map. The missing depth values are
obtained by applying iteratively the filter to their neighbouring pixels. It is a variant of
the joint bilateral filter and it fits an outline of an object in the depth map to the outline of
the object in the natural image, while reducing noises. An additional filter of slope depth
compensation removes blur across object boundary. The filter sets computational cost is
low and is independent of depth ranges, so it can can perform real-time refinement.
A sample of filtered images can be seen in fig 12

(a)

(b)

Figure 12: (a) The original depth-map image acquired by the Asus-Xtion, (b) filtered depth
map
A preliminary qualitative evaluation of the above techniques on several RGBD images
showed that a temporal averaging filter followed by joint bilateral filtering gives the best results for static scenes.

3

Grasping procedure

3.1

Picking a garment from a heap1

The aim of this work is to propose a generic, robust and fast technique for grasping and picking up a single item of clothing from a pile containing multiple clothes. This task has been
1 submitted

to IROS 2014.
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insufficiently addressed in the existing literature mainly using ad-hoc techniques.
In [23] a cloth grasping point selection system is developed to autonomously unfold towels
taken from a pile. The central point of the pile blob is chosen and grasped. The possibility
of grasping several items at once is mentioned but it is not explicitly handled since the lowest
point of the hanging items is subsequently picked. Thus allowing extra pieces to fall. Also the
performance of the initial grasp is not evaluated.
In a [5] the authors present fully autonomous unfolding of garments. A single item is considered and the initial grasping point is on the boundary of the blob. The approach presented
in [41] picking cloths from a pile and sorting them is addressed. An initial colour based segmentation of the scene is used to assure picking isolated items. The geometric mean of the
highest region (measured using stereo matching) is used as a grasping point. Since no grasp
quality criterion is used the approach and grasp procedure is repeated as many times as needed
to actually pick the item from the pile.
In [13] detection of grasping points on furs is presented. After fur regions are segmented,
their skeleton is extracted and used to locate narrow branches that have a potential for stable
grasping.
In [32] the depth image of the scene captured by a Kinect camera is used to estimate a measure of wrinkledness. The measure is associated with the entropy of surface normal directions
and thus cannot differentiate among folds, creases and valleys on the cloth surface.
The proposed approach introduces the following novelties: isolating a single item from a
pile is addressed unlike approaches that try to pick a single item [5, 13, 32]. A low cost 3D
camera is used to detect 3D folds on the surface of the garment that are the most suitable points
even for humans to pick-up a garment. Only [32] use 3D local features but their “wrinkling”
filter may also contain false point such as concave regions. We propose measures for assessing
the graspability of the features, also accounting for the gripper geometry, while the approaches
proposed so far mainly apply blind grasping.
3.1.1

Detecting Candidate Grasp Points

Our aim is to detect candidate grasp points located along the folds of the garment. We use the
depth image from the Kinect sensor that overlooks the table. Since folds may be considered as
ridges on the 3D surface of the garment, differential geometry techniques, e.g. based on surface
curvature may be used for detecting them.
However, we found in practice that the input images are too noisy for robust estimation
of surface normals and/or second order derivatives needed by this approach. Filtering and
approximation techniques may also be computationally expensive.
The proposed technique is based on the detection of curvilinear structures from grayscale
images. Indeed, folds may be seen as 2D lines on the image plane with a bell-shaped profile.
We use the multi-scale filtering technique proposed in [20] for the detection of such ridge
points. Briefly, this consists of applying on the image the non-linear filter

Rσ (~x) = min(Pos(El · f )(~x), Pos(Er · f )(~x))

(16)

where Pos(x) equals x for x > 0 and zero otherwise and El , Er are separable derivative of
Gaussian filters applied across the line direction and shifted by σ:
El (~x) = Rα (G0σ (x1 + σ) · Gσ (x2 ))RTα
Er (~x) = Rα (G0σ (x1 − σ) · Gσ (x2 ))RTα
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where d~0 = (cos(α), sin(α)) is the line direction and Rα is the corresponding rotation matrix,
and Gσ is the Gaussian function. In practice we first filter the images with Gaussian kernels
and then compute Sobel responses for the horizontal and vertical direction.
The filter defined above is steerable in the parameters α and σ. For a given scale σ we
locally compute the line orientation as the eigen-vector of the Harris operator. To determine
the scale (and thus a measure of the width of the fold) we compute Rσ over a sequence of scales
and for each pixel we select the scale that gives the greater response.
This procedure is applied on a rectified depth image, i.e. the dominant plane corresponding
to the supporting surface is detected by means of RANSAC. Then the grayscale function f (~x)
containing the distance of 3D points to the estimated plane is computed and used as input
to the ridge detector above. Non-maxima suppression of responses across the estimated line
directions is applied to obtain thin skeletal lines of detected ridge responses.
A further pruning procedure is applied to the resulting set of points to obtain a sparse set
of candidate ridge points. Specifically, starting from the point with the strongest response we
delete points in its vicinity that have similar scale and orientation.
3.1.2

Computing the Graspability of Features

The above procedure results in a set of potential grasp points. The computed ridge position and
orientation may be used to align the gripper opening with the cloth fold. An additional test is
required to reject points that may result in collision of the gripper with nearby folds i.e. the
gripper picking more than on fold at once.
Also we need to weight the candidates proportionally to the their graspability i.e. high
and narrow folds should be preferred to shallow and/or broad ones. For this we compute the
volume of the cloth inside the opening of a virtual gripper approximating the real one. The
virtual gripper is placed over the candidate point, aligned with the ridge direction and left to
fall until it collides with a point on the surface. We subsequently delete those candidate points
where the graspability measure is too small and sort them from the most to the least graspable.
Finally, an inverse kinematics test is performed to determine whether the manipulator can
approach the selected point.
3.1.3

Texture Segmentation

Our aim is to grasp only one garment from a pile, thus a segmentation algorithm that takes account of colour and texture information is necessary. The use of Gabor features are a common
choice for texture analysis; a filter bank is created using multiple wave lengths and orientations. The use of Gabor filter banks is inspired by the multi-channel filtering theory for visual
information processing in the early stages of the human visual system. The channels are characterized by the bank that nearly uniformly covers the spatial-frequency domain. Gabor features
are obtained by convolving the RGB image with the filter bank.
The magnitude of the features is then used as a dissimilarity measure in a graph-based
segmentation algorithm [11]. A sample of the segmentation output and the corresponding point
cloud can be seen in Figure 13.
The segmentation output is subsequently combined with the results of the previous step to
determine the best grasping point. In particular, we reject any regions that do not contain any
candidate points and also reject the candidate points that are too close to region boundaries.
We sort the remaining regions and points according to highest (closest to the camera) grasp
candidate point contained within their boundary. The final list of grasp candidates will contain
16
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points from the top (highest) region sorted by graspability, points from the second highest
region and so on.

(a)

(b)

Figure 13: (a) the original RGB image, (b) point cloud with segmented regions illustrated.

3.1.4

Picking a Garment

The final step is to actually move the manipulator so that the gripper is aligned with the candidate feature on the top of the list. Then the gripper approaches by 2cm (unless it collides
with the table) and the closes to grasp the fold. Subsequently the manipulator is moved to its
previous position (above the table zoomed on the garment). A depth image is acquired and
compared to an image captured before approaching the same position.
Should the average absolute difference between the images be smaller than a threshold,
then grasping may have failed and the procedure is repeated. Instead of checking for the second
point on the list we actually rerun the algorithm to obtain a new list. This is because the pile
may have been affected by slippage or collision of the gripper with the surface of the cloth in
the vicinity of the first grasping point. To assure that the robot will not try to grasp the same
point as before we reject points on the list in its vicinity (e.g. less than 5cm).
3.1.5

Experimental Results

We performed preliminary experiments on a real setup with the robot, repeatedly picking items
from a heap. We performed 80 runs of the task. Every 10 runs we change the cloths in the
heap. Between these changes we manually shuffle the cloths on the table to simulate different
configurations.
We measured successful task completion percentage, where success consists of pickingup an item and lifting it above the table without significantly affecting the heap. A minimum
number of 3 retries is allowed. We have achieved an overall success rate of 95%. Half of the
failure cases were due to incorrect localisation of grasp point while the other half was due to
slippage of the fold while the gripper was closing. The ridge detection algorithm produces
biased fold locations when folds are asymmetric. Also corners are falsely detected as ridges.
Although corners can potentially be good grasping points, the noisy depth map at the vicinity
of the discontinuities contributes to localisation errors.
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(a)

(b)

Figure 14: Grasp point detection for garment pick-up.(a) Illustration of the volume used for
computing the graspability measure for a parallel jaw gripper model. (b) Detection of grasp
candidate points weighted by graspability measure. The best point is shown with green, points
on the top of the list with blue and remaining points with white. Each line segment is perpendicular to the direction of the fold.

3.2

Grasping from the table based on the contour and the garment model

A different situation arises when the unfolded flattened garment should be folded. The range
image is not useful when a garment is lying almost flat on a table mainly when the garment is
flattened. The resolution of the Xtion range finder does not allow distinguishing the rim of the
garment reliably. We suppose that the garment will be distinguishable in the colour image. We
also assume for simplicity that only a single piece of garment lies on the working table during
folding process. Our approach is based on the segmentation of colour images and local contour
detection.
We use segmentation described in Section 7.1 as a part of the polygonal model fitting. The
segmentation is based on the learned model of the background. Segmentation distinguishes
background and foreground pixels in the input image. When the pixels are classified, the contour of the garment is extracted. The point on the contour (determined by the garment model)
is used as a grasping point and the contour around is used to estimate the grasping direction.
Due to limitation of the manipulator movement, we generate more than one suitable orientation of the gripper. The orientations are used for planing multiple variants of movement
to ensure that realizable solution will be found. Finally grasping procedure is realized as a
movement which consists from several steps:
• Open gripper is moved into the position 15 cm (adjustable parameter) above the working
table, and 2 cm from the garment in the grasping direction. The gripper is oriented in the
grasping direction and tilted downwards to the table (30◦ ).
• The gripper is moved downwards to the table. The position of the table is known. The
position was obtained by the sensor measurement in advance.
• The gripper moves in direction of grasping. The lower finger of the gripper is in contact
with the surface of the table while moving.
• The gripper is closed and starts the next movement provided by the planner.
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We tested the approach on a simple basic example. The grasping point of the garment
was defined by the centre of the garment. The centre of the garment is computed from the
extracted contour. Candidate positions for grasping are evenly spread on the garment contour.
The grasping direction is estimated as the direction towards the centre of the garment. The
approach is useful for “random” grasping of one piece of garment.

4

Detection of buttons

Buttons are one of observable features on a garment. We developed algorithm for buttons
detection as background for recognition and navigation algorithms. The button detection algorithm is one of feature detector which can be used in process of garment recognition and
manipulation.

4.1

Brief description of detection algorithm

First, edge maps are calculated and Hough Circle Transformation (HCT) is used on the edge
maps to detect circles or circular curves, [17], [7]. Depending on the threshold used in the
HCT, we can detect most of the buttons on the image. Unfortunately, there is a large number
of false positives. Then, the results of the HCT are used as candidates of button locations.
We observed that the shapes of the buttons could be distinctively described by Histogram of
Oriented Gradients (HOG) [6].
Bearing this in mind, HOG feature vectors are calculated for every image patch and linear
classifiers are trained in order to find the hyperplane which separates the real buttons from the
false positives. Images dataset was made as base for learning recognition part of the algorithm
and testing of the algorithm.

4.2

Hough Circle Transformation

The application of the Hough Transformation (HT) [17] to the detection of circular objects
(HCT) in an edge map requires a three-dimensional array of accumulators. In the algorithm
proposed by Duda and Hart, the three-dimensional array is indexed by three parameters specifying the location and size of the circle: the centre of the circle a = (a1 , a2 ), and the radius of
the circle r. The radius contains a value from a set of discrete values: {ri | i = 1, . . . , m}. The
accumulator array can be visualized as layered, one layer representing each value of {ri }. An
example of edge map and accumulator array for ri = 24 is given in Fig.15 (a), (b), respectively.
Peaks in the accumulator array, visualized in Fig.15 (b) as bright dots, represent the centres
of the circles with radius ri . Non-maximum suppression is performed to detect local peaks in
accumulator array. Then, only the peaks that score above a threshold produce final detections.
We used the threshold T = ri π.
Detected circles, for ri = 24, are presented in Fig.15 (c).
Examples of clothing buttons detection using HCT are shown in Fig.16. As can be clearly
seen, many of the buttons on the clothes are detected, but there are also a lot of false detections.

4.3

Histogram of Oriented Gradients

After HCT detections are obtained, image patches are created around the centre of every detected circle. Width and height of the patches are the same, and they are equal to three or four
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(a)

(b)

(c)

Figure 15: Circle detection using Hough Circle Transformation. (a) Edge map. (b) Accumulator array. (c) Detected circles.

Figure 16: Hough Circle Transformation applied on clothing buttons detection.
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(a)

(b)

(c)

(d)

Figure 17: (a) Example of an image patch. (b) HOG feature visualization of image patch. (c)
Mean HOG feature for positive examples in our dataset. (d) Mean HOG feature for negative
examples in our dataset
times radius of the considered circle. After the patches are created, they are resized to a common dimension, w = h = 50 pixels. Then, HOG features are calculated for these 50 × 50 image
patches.
For our implementation of Histogram of Oriented Gradients (HOG) we use the procedure
similar to the one in [10].
Given an image patch of fixed size, the window is divided into a grid of 5 × 5 (pixels) cells.
From each cell, a feature vector xi j of gradient orientations is extracted. In this paper we used
p = 9 contrast insensitive orientations, so the dimensionality of xi j is d = 9. Cell descriptors xi j
are normalized using L2-norm and 2 × 2 (cells) blocks, and truncated by α = 0.2. Final patch
descriptor is obtained by concatenating features across all cell locations within the image patch,
ie. x = [xi j ]. When there are N cells in the image patch, the feature vector has dimensionality
Nd.
Fig.17 (a) shows an example of an image patch of a button, and a visualization of the
corresponding HOG feature vector is shown in Fig.17 (b). Fig.17 (c) and (d) show the mean
HOG feature for positive and negative examples in our dataset. As can be seen, mean HOG
feature for positive examples has dominant orientations that resemble orientations of a circular
button. On the other hand, mean HOG feature for negative examples has almost the same level
for every orientation, without dominance of any one of them.

4.4

Linear Classifiers

The input in our case is a set T = {(x1 , y1 ), . . . , (xl , yl )} of binary labeled yi ∈ {1, 2} training
HOG vectors xi ∈ Rn . The problem of training binary linear classifier is defined as solving the
set of linear inequalities
hw · xi i + b ≥ 0,
hw · xi i + b < 0,

yi = 1,
yi = 2,

(17)

where vector w ∈ Rn and scalar b ∈ R. When (17) has a solution the training data T is linearly
separable.
For the detection of buttons we used linear classifiers. We tested three different linear classification algorithms: the Perceptron ([34], chapter 5), the Kozinec’s algorithm ([34], chapter
5) and Fisher Linear Discriminant ([9], chapter 3) algorithm.
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Figure 18: Examples of final button detections.
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Dataset and Performance of the Detectors

We prepared dataset for training and testing the algorithms. Images dataset was made using the
Xtion device attached to the CloPeMa robot. the dataset contains 60 images of several types
of garment. All images are 640 × 480 pixels. Images were taken from different points of view
with 3 different distances from the camera to the clothes. Those 60 images contain 210 buttons,
but some of the buttons are occluded or truncated.
The HCT algorithm is applied to every image of the dataset. We tested different threshold
values. For every layer of the accumulator array threshold T = ri π is used. The ri is radius
of circles that are detected in i-th layer of the accumulator array. As a result HCT algorithm
provides 442 detections, 143 positives and 299 negatives (Detections were manually labeled).
When the threshold is lowered to T = 0.8 · ri π, the HCT algorithm provides total number
of 1229, 185 positives and 1044 negatives responses. In this case we have more positive button
detections but also many more negative detections. Finally for threshold T = 1.2 · ri π. HCT
detected 113 detections, 67 positive and 46 negative examples.
HOG algorithm and linear detectors are applied to the results of the HCT algorithm. The
Kozinec’s algorithm provides between 8 to 9% of wrong detections on the results of HCT
with the lowest threshold. Our experiments shows that Kozinec’s algorithm provides the best
results, but the other two detectors have very good performance as well. The detectors have
similar performance even when the preprocessing thresholds are changed.
Examples of the detector results created with HCT threshold T = 0.8 · ri π are shown in
Fig. 18. The red rectangles represent true button detections and the blue ones represent false
detections.
The recognition algorithms were implemented in Matlab environment and tested on prepared dataset. The button detection algorithm is not yet integrated into the test bed control
system. We will implement the algorithm according to demands on the detection of buttons.

5

Unfolding Procedure

The most challenging problem in cloth manipulation is bringing an item from a random configuration to an unfolded configuration. In the following we present two approaches developed
by CERTH to tackle this problem. The first approach is based on machine learning while the
second approach is based on geometric reasoning and exploitation of prior knowledge.

5.1

Active Recognition and Unfolding of Clothes using Random Decision
Forests and Probabilistic Planning2

We present a novel approach to the problem of autonomously recognizing and unfolding articles of clothing using a dual manipulator. The problem consists of grasping a cloth from a
random point, recognizing it and then bringing it into an unfolded state. We propose a datadriven method for cloth recognition from depth images using Random Forests. We also propose
a method for unfolding an article of clothing after estimating and grasping two key-points, using Hough forests. Both methods are implemented into a POMDP framework allowing the
robot to interact optimally with the cloth, taking into account uncertainty in the recognition
and point estimation process. This active recognition and unfolding makes our system very
2 To

appear in ICRA 2014
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Figure 19: Possible lowest points. Gray squares are the symmetric points of the red ones.
Arrows show the desired grasping points for unfolding.
robust to noisy observations. Our methods were tested on real-sized clothes using a dual-arm
manipulator and an Xtion depth sensor. In summary, our main contributions are:
• An active manipulation procedure for unfolding an unknown item of clothing with a
minimal number of moves and only by means of gravity (previous approaches have to go
through a flattening phase using a table).
• Fast data-driven machine learning algorithms for robust scale-invariant classification of
the garment type and key-points estimation from noisy depth data.
• A probabilistic perception-action framework for optimal action policy accounting for
uncertainty.
5.1.1

Cloth Recognition

We first assume that an article of clothing has already been isolated from a pile of clothes and
the robot grasps it from a random point. The space of possible configurations of a cloth hanging
randomly is very large, therefore we reduce it by grasping the lowest point [29]. Fig. 19 shows
the possible lowest points of four types of clothes considered in this paper: shirts, trousers,
shorts and T-shirts. Our classifier is able to distinguish between both cloth types and hanging
points. Thus, the classes used are six and defined as {Shirt, Trousers, Shorts1 , Shorts2 , T shirt1 , T shirt2 }
where subscripts 1, 2 indicate the different lowest points.
The recognition is based on Random Forests[3] and considers only depth information. A set
of trees is trained over a database of depth images captured from clothes of all the six classes.
Each training sample is a pair (I, c) where I is a vector containing the depth image and c is the
class of the cloth labeled manually. Each tree is trained over a randomly chosen subset of the
initial training set. At each node, a set of tests are randomly generated with each test containing
the following parameters:
• Ci ,

i ∈ {1, 2}: the channel used.

• V: a set of random vectors indicating random positions in the image.
• f (V,Ci ) > t: a binary test over the set V and channel Ci using threshold t
We have used two different channels. Channel C1 corresponds to the depth values as captured
from the sensor filtered by a bilateral filter and channel C2 is the mean curvature H calculated
from the depth data filtered by an average filter.
Vectors in V are normalized to the width and height of the bounding box of the cloth for
scale invariance so that vx , vy ∈ [0, 1], v ∈ V.
Three different types of binary tests were used, which experimentally demonstrated the best
performance:
24

Clopema - 288553

D6.1:Visual patterns

Figure 20: Hough forest and grasp point estimation from Hough Image
• Two pixel test in the depth channel: V = {u, v}, f (V,C1 ) = du − dv , where dx is the depth
value at position x.
• Three pixel test in the depth channel: V = {u, v, w}, with w being a random point on the
line between u and v, f (V,C1 ) = (du − dw ) − (dw − dv ).
• One pixel test in the curvature channel: V = {u}, f (V,C2 ) = |cu | where |cu | is the absolute value of the curvature at position u.
Pixel tests are not restricted inside a patch as in [15] and reveal global surface characteristics.
At each node a random set of tests is generated and the best is chosen as the one that minimizes
the Shannon Entropy of the samples at each child node, which is defined as:
Nc

Hentropy = ∑ −
i=1

Ni
Ni
ln( )
N
N

(18)

Nc is the number of classes, Ni is the number of samples of class i and N is the total number
of samples reached a child node. We declare a node as leaf and stop splitting it further when
a minimum number of samples reached the node or the tree has grown to a maximum allowed
depth.
Inference about a previously unseen cloth is made by traversing its depth image towards the
leaves in every tree in the forest, going left or right according to the binary test f assigned to
each node. The class of the sample will be the dominant class of the average class distribution
of the leaf nodes reached.
5.1.2

Grasp Point Estimation

Having recognized the cloth, the objective is now to grasp it from two certain key-points in
order to unfold it. Figure 19 shows the desired grasping points (arrows) for the four types of
clothes we used.
Our grasp point estimation is based on Hough Forests[15]. The idea is similar to random
forests but with an additional property. Each training sample, apart from the label, contains
some extra information which is in our case a vector containing the position of one of our
desired grasping points. Thus, a training sample is now a triplet (I, c, p), where p = [px , py ] is
the position of the grasping point on the image I. Coordinates px and py are normalized to the
width and height of the bounding box of the cloth for scale invariance so that px , py ∈ [0, 1].
When the grasping point is not visible, p is undefined and not used. A separate Hough Forest is
created for each type of cloth, so the classes now become two: c = 0 represents images where
the grasping point is not visible and c = 1 represents images where the grasping point is visible.
The binary tests used are the same as in cloth recognition with the difference that two
objective functions should now be minimized for test selection: minimizing the uncertainty
25

Clopema - 288553

D6.1:Visual patterns

Figure 21: Block diagram of the unfolding procedure
about the classes and minimizing the uncertainty about the location of the grasping point of
the samples in each node. The uncertainty of the classes is again measured using the Shannon
Entropy. To measure the uncertainty of the location, the following quantity was used:
D=

∑

d(ps , pM )

(19)

samples

where d is the euclidean distance, ps is the vector of a sample and pM is the average vector of
all samples of a node.
While training, leaf nodes store the distribution P(c) of the classes along with a list Lp
of all the location vectors of the samples reached. When a previously unseen image traverses
the Hough forest, the location vectors stored in the leaf nodes will vote for the grasping point
location. These votes are accumulated into a Hough image and the grasping point location is
estimated as the point where the concentration of votes is high (Fig. 20). We estimate this point
by picking the maximum of the Hough image after Gaussian filtering.
5.1.3

Probabilistic Action Planning

Although the one-frame recognition accuracy of our Random Forests classifier is statistically
high (Fig. 22a) there are some viewpoints of clothes where the cloth type is hardly discernible.
Therefore, we want to eliminate the possibility of erroneous classification, introducing an interactive recognition scheme.
Furthermore, we want to make our system insensitive to noisy point estimations mainly
caused by the noisy depth input. For this reason we have also developed an interactive point
estimation scheme. The idea is that the robot will rotate the cloth around the gravity axis until
the uncertainty about recognition or point estimation is minimized.
We have used the Partially Observable Markov Decision Processes (POMDP), which can
find an optimal policy over the so called belief state. Fig. 21 shows the block diagram of
the complete unfolding process. We have developed two different kinds of POMDPs, one for
recognition and one for grasp point estimation described below.
5.1.4

Interactive Recognition

Our proposed POMDP is a tuple (S, A, O, T, P, R, γ, b0 ) where
S is the set of states.
A is the set of actions.
O is the set of observations.
T is the conditional transition probabilities.
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P is the conditional observation probabilities.
R is the reward function over the actions and states.
γ is the discount factor of rewards over time.
b0 is the initial belief state.
The states S in the recognition phase are six and correspond to the six classes used in the
classification S = {S1 , S2 .., S6 }. The set of actions is A = {Arotate , A1 , A2 , ..., A6 } where Arotate
means that the robotic gripper rotates the hanging cloth by a degrees to take another observation, while A1 − A6 is the final recognition decision being at state S1 − S6 accordingly.
The observations are collected from the Random Forests classifier and contain the inferred
class cin of the cloth along with the probability P(cin ) from the averaged distribution of the leaf
nodes. P(cin ) takes values in the interval [0, 1] but we quantise it into five equally spaced bars
for reducing the observation dimensionality. Thus, there are 30 observations, five probability
bars for each of the six classes (O = {OS1 ,P1 ...OS1 ,P5 , OS2 ,P1 ...OS2 ,P5 , ..., OS6 ,P1 ...OS6 ,P5 }). The
transition probabilities taking action Arotate are:
(
1, if i = j
T (Si |Arotate , S j ) =
i, j ∈ {1, .., 6}
(20)
0, if i 6= j
All other actions finalize the recognition process and reset the state to its initial configuration:
T (Si |A j , Sk ) = b0 (Si )

i, j, k ∈ {1..6}

(21)

Observation probabilities P(O|Si ) are only dependent on the current state and are measured
experimentally from previously unseen images. Rewards are assigned in the following way:
a positive reward is given to the robot when at state Si it takes action Ai and a very negative
reward when at state Si it takes action A j6=i . A small negative reward is given to the action
Arotate in order to avoid infinite rotation. Regarding the initial probabilities, each type of cloth
has equal probability to be selected by the robot. However, shorts and T-shirts have two possible lowest points. Thus, the initial belief state is b0 = (0.25, 0.25, 0.125, 0.125, 0.125, 0.125),
corresponding to states S1 - S6 accordingly. The discount factor γ is set to 0.99. Our objective
is to increase the belief about a state before taking a final decision, taking into account the
uncertainty about the result of the Random Forest classifier (P(O|Si )).
After each action of the robot, the belief about each state has to be updated. Let b(s) be the
probability of the robot being at state s and o the observation of the robot after taking action a.
The belief state will be updated according to the following equation:
P(o|s0 , a) ∑ T (s0 |s, a)b(s)
b0 (s0 ) =

∑

s0 ∈S

where s0

s∈S
0
P(o|s , a) ∑

s∈S

T (s0 |s, a)b(s)

is the next state of the robot, b0 (s0 ) is the new belief state over the states s0

(22)

and P(o|s0 , a)
is the probability of receiving observation o after taking action a and arriving at state s0 . The
denominator is a normalization factor.
The belief state is updated after each observation of the classifier using (22) and the robot
decides according to the policy whether to further rotate the cloth to collect more observations
or take a final decision and continue the unfolding process. In case the cloth is rotated more
than 360 degrees, the process is restarted by re-grasping the lowest point.
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(a)

(b)

Figure 22: a) Recognition rate of each class for non-interactive and interactive method, b)
Grasp point estimation rate of each possible occasion. gp2 means the estimation of the 2nd
grasping point while the cloth is hanging from the 1st one.
5.1.5

Interactive Grasp Point Estimation

The same idea is applied to the grasp point estimation procedure. The states now correspond
to the different grasp point locations with an extra state indicating the invisible grasp point.
Again, we quantise the image space to lower the problem dimensionality applying a 8x8 grid
on the bounding box of the cloth (Fig. 21). Thus, the set of states is S = {S0 , S1 , ..., S64 },
where S0 is the invisible-grasp point state and S1 - S64 correspond to the location of the grasp
points on the 8x8 grid. The set of actions is similarly defined as A = {Arotate , A1 , A2 ..., A64 },
where Arotate should be taken when grasp point is invisible and Ai is the action of grasping
the estimated point located on the ith grid square (state Si ). The observations come from the
Hough Forest and contain the location of the estimated point along with the probability of
the class c = 1, i.e. the probability of the point being visible. Quantising this probability
into 5 equally spaced bars we get 320 different observations, 5 probability bars for each of
the 64 grid locations (O = {OS1 ,P1 ...OS1 ,P5 , OS2 ,P1 ...OS2 ,P5 , ..., OS64 ,P1 ...OS64 ,P5 }). All the other
variables (T, P, b0 ) are calculated experimentally from previously unseen images. A positive
reward is given if the robot grasps the correct location, a smaller reward if it grasps a neighbour
location and a very negative reward if it grasps any other location. In addition, if the robot
decides to rotate the cloth, a positive reward is given if the grasp point was invisible and a small
negative reward is given if the grasp point was visible.
The solution of the unfolding POMDP gives the optimal action policy for estimating a
desired point. The robot rotates the cloth until a certain confidence about the location of the
point is reached and then decides to grasp it. If the rotation exceeds 360 degrees the process is
restarted by picking again the lowest point. This probabilistic planning makes point estimation
very robust and insensitive to noisy estimations.
5.1.6

Experiments

Training Set. Our training dataset was created using 24 real-sized clothes of various sizes
and fabric types, 6 of each category. The final database contains 28,800 depth images. Image
labeling was done manually using fiducial markers over key points to facilitate the task.
Testing Set. Testing was based on a dataset containing only novel items (not in the training
dataset). The clothes used for testing were 3 per category (12 total). For measuring accuracy,
we used 240 depth images for each category (1440 in total), while the same clothes were used
for evaluating the whole unfolding procedure.
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(a)

(b)

Figure 23: (a) Success and b) Failure examples of grasp point estimation (in green is the ground
truth, when missing point is invisible)
Table 1: Unfolding Results
Experiments
Shirts
Trousers
Shorts
T-shirts
Total
%

30
30
30
30
120

Successful
Unfoldings
27
30
30
25
112
93.3%

Successful
Recognition
30
30
30
30
120
100%

Average Rotations Estimation
for recognition
Errors
0,8
2
1,1
0
2,7
0
5
5
2.4 (avg.)
7

Gripper
Average
Errors
time
4
150 sec.
3
136 sec.
2
127 sec.
6
161 sec.
15
143.5 (avg.)

POMDPs. For solving our POMDPs we used the point-based SARSOP algorithm [18].
Recognition Results. It is difficult to compare cloth recognition results with other approaches
as each author makes different assumptions. Fig. 22a compares results of our non-interactive
and interactive recognition. Interactive recognition achieved 100% accuracy while the oneframe recognition had 90% success rate on average.
Grasp point estimation results. Fig. 22b shows the point estimation results, while there is no
other similar work to compare with. Again, an improvement of interactive over non-interactive
estimation is observed. Some success and failure examples of point estimations are shown in
Figure 23.
End-to-end unfolding results. We have conducted 120 full end-to-end unfolding experiments,
using each test cloth 10 times. Results are summarized in table 1.

5.1.7

Work In Progress

The results presented in this deliverable are part of ongoing work. The final results of this work
will appear in deliverable D5.2.
Future work on unfolding will be based on our existing method focusing on the improvement of the perception action loop of the robot. More specifically, we want to further reduce the
number of rotations needed for analysing and grasping a cloth and also reduce the errors that
the depth sensors introduce to our system (e.g. errors in the direction of a grasp). Furthermore,
we want to introduce some new actions of the robot which will help disambiguating difficult
possible deformations the cloths can take.
For this reason, we investigate the scenario of learning and minimizing the required movements needed to achieve recognition and grasp point estimation in advance. This can be done
inside the current training phase, along with learning cloth characteristics, again using random
forests. Some preliminary results shows a significant average reduction of the unfolding time
compared to the current method.
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A Geometric Approach to Autonomous Unfolding of Garments

In this section we present preliminary results of an alternative procedure for autonomous unfolding of cloths. The proposed method is based on the observation that a piece of clothing held
by two boundary points will come to an approximately flat configuration. This configuration
can be approximated by means of a polygon that has been folded on itself one or more times.
Thus there are two components in this approach a) determine boundary points on the cloth
from a random configuration (cloth held by a single point) and b) matching the resulting folded
polygon to one or more templates to locate a pair of points that may be used to regrasp the
item so that it is completely unfolded (see fig. 24). In the following we present the results of

Figure 24: Pipeline of the geometric approach for garment unfolding
these individual steps. Integration of the full pipeline including results on a real world robot
unfolding scenario is an ongoing work and thus results will be presented in deliverable D5.2.
5.2.1

Extracting outline grasping points of a hanging garment

The feature extraction step aims at detecting points at the outline of the garment (Fig 26.a), in
order to facilitate the unfolding task. In particular, two outline points are successively detected
and grasped by the robot in order to bring the garment in a half folded, planar configuration
(Fig 26.d). The images are taken from a range sensor (Asus-Xtion) and all the manipulations
are made by the robot.
Due to the noisy low resolution depth images and also the complex shape of a hanging
piece of cloth, it is difficult to determine whether a discontinuity corresponds to the outline of
the garment or to an internal fold. Outline points are not necessarily located on the visual hull
of the object. We have found two cases when it is safe to classify discontinuities as outline
points. The first is edges whose inclination is close to the horizontal surface (hemlines). The
second case is caused by a fold on the outline of the garment and depicted as two layers of
textile delineated by three edges emanating from a single point (see fig 25.a). The detection
of a fold is based on the following features observed at the point where the fold is formed: 1)
it is a junction of three edges (edges 1,2 and 3 in Fig 25.a), 2) the edge whose inclination is
closer to vertical(edge 1) is heading upwards, towards the grasp point, while at least one of the
other edges is heading downwards (edge 3), 3) all three edges belong to the same semi-plane
(S1 in Fig. 25.b) created by the edge closer to the vertical surface (edge 1), 4) three layers with
different depths are created between the edges of the junction, which start, in descending order,
from the layer covering the semi-plane without the edges (layer L1 in Fig. 25.a), then the lower
layer of the other semi-plane (layer L2) and finally its upper layer (layer L3).
Although a single picture of the hanging garment could sometimes be enough for the detection of an outline point, the evaluation of more instances of the garment is preferred. In this
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Figure 25: Fold detection: (a) edges and layers of a fold, (b) the semi-planes of the fold
way, false folds that may occur due to noise are avoided. In addition, points that facilitate the
robotic grasp are preferred, for example folds without any other layers of the garment behind
them are considered good grasp candidates since grasping two layers at a time is avoided.
So, the steps for the extraction of two outline grasp points that leads the garment in a half
folded configuration are the following. First, the garment is picked up from a random point
(Fig 26.b). Then, it is rotated for 360o while several pictures are captured. For each picture the
edges, and subsequently the folds of the garment are detected (Fig. 26.c). For each fold a score
corresponding to the number of pictures where it is detected is calculated. When the rotation
ends, the fold with the highest score is chosen as a grasp point as long as: 1) its score is higher
than three, and 2) there is not another layer of the garment behind it for at least 3 cm. If a
good candidate is not found, the edge with the smallest inclination from the horizontal surface
is chosen. Finally, the suggested point is grasped by the robot and the rotation procedure is
iterated once again to detect one more point at the outline of the garment. In the end, the
garment is in a half folded configuration, grasped by two outline points as shown is Fig. 26.d.
For the evaluation of this application, 100 different configurations of various types of clothing were tested (5 long sleeved shirts, 5 T-shirts, 4 shorts, 4 trousers, 3 towels and 2 skirts). In
95% of the tests, outline points were detected correctly, in 2% of the cases the fold was detected
correctly but included an additional layer in its interior, so an outline point could not be grasped
and finally in 3% the method failed to detect a correct outline point. The evaluation concerns
only the detection of outline points and not the robotic grasp.
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Figure 26: Detection of outline points for the unfolding task: (a) the outline of the garment in
an unfolded configuration, (b) a random point is chosen to pick up the garment, (c) the garment
is rotated and a fold corner is chosen as a grasp point, (d) the garment half folded and grasped
by two outline points
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Modeling Folded Garments by Foldable Template Fitting3

This work is an extension of the method performing shape matching of folded garments to
unfolded templates presented in deliverable D5.1. In that work we have presented an approach
for fitting the outline of a flattened garment that depicts one or more folds to one or more
templates of various garment types. The limitation of that approach was that the templates
should approximately model the real garments. In other words, fixed templates were used and
thus results deteriorated when the real garments did not fit well the corresponding templates.
The main novelty of the extended method is that flexible templates are used. In particular, a
fit to the original templates is initially obtained. The method is then recursively applied to refine
the fitted templates, resulting to more accurate matching, and an updated polygonal model of
the folded garment.
Proposed Method
The proposed approach operates in two subsequent stages. The first one is called the matching stage, where the contour of the folded garment is matched to a reference template as described in [24] and a polygonal model is estimated. In the second stage, which is called the
fitting stage, the matching results are used in order to provide a better fit of the reference template to the matched garment. Then, the method can be re-applied, using the fitted template as
input for the matching stage.
The reference template is a generic contour representing an entire class of unfolded garments. Typical classes that are also considered in this work are shirts, t-shirts, pants, shorts,
skirts, and towels. Due to the large intraclass variation of real garments, a large number of
reference templates is needed for each class, unless the original template is updated to fit the
specific folded garment that is being matched.
A better fit of the original template to the folded garment can be estimated by employing
the point correspondences between the virtual and actual folded contours. At first, the virtually
folded contour is registered to the actual contour using local similarity transformations [37].
Then, the folding axis estimation is used in order to virtually unfold the registered contour. The
original template is registered to the virtually unfolded contour, using weighted local similarity
transformation. Straight line segments between points of the simplified contour are estimated
using the RANdom SAmple Consensus (RANSAC) method [12], whereas their intersections
are used to define the contour points of the fitted template.
The updated template is used as new input for the matching stage and for the estimation
of the garment’s polygonal model. An overview of the fitting method is depicted in the block
diagram of Figure 27.
Experimental Evaluation
In this study, the image database of folded garments used in [24] has also been employed.
The database consists of 54 images of folded garments belonging to six different types, i.e.
pants, shorts, shirt, t-shirt, skirt and towel. In order to test the effectiveness of the proposed approach in case previously unseen templates are used, 6 synthetic templates have been manually
constructed.
The evaluation results are summarized in Table 2, where each line corresponds to different garment type, whereas the last line corresponds to averages over all garments. In Table 2,
3 submitted

to Pattern Recognition Journal
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Figure 27: Block diagram of the proposed method performing updating of the unfolded template.
Table 2: Folding axis localization results for 12 garments, using 54 folding scenarios
Type
Pants
Shorts
Shirt
T-shirt
Skirt
Towel
Overall

CLRm%
100
77.8
70
66.7
88.9
42.9
75.9

CLRf%
100
77.8
90
77.8
100
100
90.7

dA%
1.5 ± 1.1
2.9 ± 2.3
3.9 ± 2.5
4.8 ± 3
4.8 ± 3.2
3.7 ± 3.7
3.6 ± 2.6

dθo
2.8 ± 2
1.6 ± 1.4
4.2 ± 3.8
2.8 ± 3
3.6 ± 1.9
3.1 ± 2.6
3 ± 2.5

NMM
0
2
0
2
0
0
4

MCD%
11
23.2
20.9
29.3
10.6
30.6
20.4

CLRm column displays the correct localization rate achieved after matching the folded garments to the original templates, whereas CLRf displays the correct localization rate achieved
after matching the garments to the fitted template that produced the best match after 5 iterations
of the method. It is clear that fitting the original templates improves correct localization rate
with an overall increase from 75.9% to 90.7%. The garment type that mostly benefits from updating the original template is towels with an increase from 42.9% to 100%. Although towels
have a simple contour, the ratio between their sides varies significantly affecting severely the
localization results. On the other hand, pants and shorts, which do not seem to benefit from the
fitting, do not differ drastically in shape among different items of their type.
A novel measure has been adopted for evaluating the accuracy of the folding axis localization. Namely, the convex hull defined by the end points of the estimated and the actual
folding axes is calculated and its area is measured. The ratio dA of this area with respect to
the unfolded garment’s total area provides an informative measure of the localization accuracy.
Perfect localization dA is zero and it can never be greater than one. A threshold of 0.1 has
been selected for defining correct localization. Another measure that was used is the angle dθ
formed between the estimated and the actual folding axes.
The results are illustrated in the dA, dθ columns of Table 2, respectively. In the NMM
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column the number of mismatches caused by erroneous localization is shown for each garment
type. Only shorts and t-shirts presented mismatches, with 4 total mismatches for the 54 examined scenarios. In the MCD column of Table 2, the decrease % of the final matching cost
between the folded garment and the virtually folded template is presented. An overall decrease
of the matching cost of about 20% has been achieved on average.
Conclusion
The proposed method is addressing the problem of matching folded shapes to unfolded
templates. In case of real garments a large number of unfolded templates should be employed
in order to compensate for the large variability in their shape and style. However, adding a
fitting stage allows the use of a single generic template for each garment class, that is updated
after the initial matching. A significant increase in the correct localization rate of the folding
axis is reported when the updated templates are employed, indicating the effectiveness of the
proposed approach.
In future work, employing the extracted 2D model of the folded garment for facilitating
unfolding using robotic manipulators will be investigated. In that case, the estimate on the
configuration of the garment part that lies inside the contour could be employed for further
visual inspection and active exploration of the areas of interest.

6

Feature Extraction for Deformable Clothes

6.1

Clothing Surface Topology-Based Representation 4

We proposed an accurate geometry-based wrinkle descriptor for deformable clothing manipulation. Detecting wrinkles is of critical significance in clothing manipulation. Wrinkles can
be used as potential grasping locations and therefore understanding their geometry is essential
to the task of designing folding and flattening strategies. In our approach, range map images
of clothing are interpreted by means of high level wrinkle descriptors which are constructed
by analysing the underlying cloth surface structure using low level curvature based features,
e.g. ridges, contours, shape index, etc. In that respect, we defined a wrinkle as a set of triplets,
each triplet comprising one ridge point and two corresponding contour points. Triplets are used
to explore potential grasping locations, while their grouping into wrinkles are used to design
flattening strategies.
The feature extraction process includes 4 steps: B-Spline surface fitting, clothes topology
and shape analysis, triplet matching, and wrinkle construction. As geometry-based features
such as curvature and shape index are susceptible to high frequency noise, we firstly employ
a B-Spline surface fitting approach to suppress this noise. We then detect clothing surface
topographic features (including ridges, contours, and surface shape types) by computing the
shape index of the clothing surface.
Thereafter, triplets are formed by matching ridge points with contour points, and grasping
candidates are then ranked and selected. Finally, wrinkles are constructed and represented, as
described in Section 6.1.5.
4 Submitted

to IROS 2014
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(a)

(b)

Figure 28: (a) Jointed patches with C1 continuity. (b) The fitted range map using piece wise
B-Spline fitting.
6.1.1

B-Spline Surface Fitting

Geometry based range features, such as curvature and shape index, are extremely sensitive to
the high frequency noise originating from sensor acquisition. A piece-wise B-Spline surface
approximation is used to fit a continuous implicit surface onto the original range map in order
to retain low frequency information.
In our approach, range map images are first divided into square patches. An open uniform B-Spline surface is fitted into each patch. The adjacent patches are then joined together
by blending B-spline control points. Thereafter, the control points are adjusted at the patch
boundaries to achieve C1 continuity between adjacent patches.
The process of concatenating adjacent patches has three steps:
1. C0 continuity on the patch boundaries by sharing control points: the control points on
the boundaries are blended by setting them to their average value, and the centre of four
patches is set to the average of four corresponding points.
2. The cross boundary derivatives (twist vector) are enforced to be C1 continuous by blending the twist vectors to their average value: the twist vectors in each patch are first calculated separately, then the four underlined corresponding interior points are modified
depending on the average of twist vectors.
3. The boundary control points are set to be C1 continuous along the vertical and horizontal
directions: each coinciding control point on the boundary is set as the midpoint of its two
neighbouring points in the corresponding vertical and horizontal direction.
The final result of patches joining is shown in Figure 28(a), and a fitted cloth surface is shown
in are Figure 28(b).
6.1.2

Cloth Topology and Shape Analysis

In order to recognise wrinkles in the geometry surface, we geometrically define a wrinkle as a
set of triplets, in which each triplet consists of one ridge point and two corresponding contour
points along the two directions of maximal curvature. Ridges represent a significant landmark
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Figure 29: Clothes topology. Here, ridge points are shown in green, and contour points red.
on the 2.5D or 3D surface, which contains most of the surface topology information while the
contour delineating the boundary of concave and convex surface regions is also important when
measuring wrinkles. The contour is defined as the boundary between the convex and concave
surface.
The regions of clothing in a range map are checked pixel by pixel to determine if they are
on the positive extrema along the maximal curvature direction. Thereafter, a coarser scale is
used to detect ridge points in order to reduce the execution time.
Each point is examined to determine whether it is larger than its two neighbouring points
along the maximal curvature direction. The two neighbouring points along maximal curvature
direction are obtained via bilinear interpolation in a coarser scale. We employed a coarser scale
because the local curvature estimation is more robust and the curvature difference between
neighbour points is distinctive.
An example of the clothes topology is shown in Figure 29
6.1.3

Shape Index Extraction

Shape index, which is computed from the two principle curvatures, classifies the topological
properties of the surface by means of an index value in range [-1,1]. The shape index value is
quantised into 9 intervals corresponding to 9 surface types (as shown in Figure 30. ) − cup,
trough, rut, saddle rut, saddle, saddle ridge, ridge, dome, cap, in which “ridge” is critically
important in wrinkle analysis.
The boundary between surfaces of convex (saddle ridge, ridge, dome, cap) and concave
(cup, trough, rut, saddle rut, saddle) topology is used to detect the contour (shown in Figure
29) described in the previous section, while the “ridge” region makes is used to guide triplet
matching and wrinkle grouping.
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Figure 30: The shape index feature on clothes surface.
6.1.4

Triplet Matching

Although cloth surface shape information can be estimated using shape index, as described
above, it is not sufficient to detect and measure wrinkles, since shape index can only parse
surface shape without measuring the magnitude of the labeled topological surface features. In
other words, salient and non-salient shapes can be observed to have identical surface topologies
and therefore hold the same shape index values.
In order to describe a wrinkle, not only surface shape (topology) has to be considered but
also the magnitude of this topological surface feature. In this report, the height and width of
a wrinkle are measured by means of triplets, and the triplet is also the atomic structure we
adopt to determine grasp locations (shown in Figure 31). In this section, we will present how
to construct triplets through matching ridge and contour points.
A triplet consists of one ridge point and two corresponding contour points along the maximal curvature direction. We extract triplets by searching from a ridge point along the two
directions of maximal curvature. We adopt a depth-based gradient-descend search strategy to
adjust the search directions until they meet their corresponding contour points. The matched
triplets are shown in Figure 31.
6.1.5

Wrinkle Construction

Wrinkle construction involves two steps: The first step connects the neighbouring pixels in the
ridge map recursively until continuous segments are obtained; Thereafter segments in the same
ridge region are concatenated, i.e. grouped, to construct wrinkles. The minimal Hausdorff
distance is employed to measure the distance of segments, and thereby determine if triples
should be grouped together or form new groupings. In this situation, each wrinkle can be
represented as a set of triplets, and the average wrinkle height and width are also computed
from these grouped triplet set. Finally, for each wrinkle, a polynomial curve is fitted through
its ridge points to provide the final spatial representation of the wrinkle.
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Figure 31: The triplets and top-ranked grasping candidates.

Experiment 1

Experiment 2

Experiment 3

Experiment 4

Experiment 5

Experiment 6

Experiment 7

Experiment 8

Figure 32: The 8 flattening experiments, which are first used in [36].
6.1.6

Experiments

In order to demonstrate the effectiveness of our feature in representing clothes surfaces, we employ our wrinkle descriptor for cloth flattening in a visual cloth simulator presented in Section
6.1.6. Eight flattening experiments (shown in 32) are tested with our features. They are generated by grasping and dropping on a virtual table for 1-5 times arbitrarily, in which the grasping
positions are also arbitrary. In order to compare the performance of our features, we only adopt
the feature extraction approach in [36] and flattening strategy is the same in this paper.
The Cloth Simulator. The cloth simulator is based on Mass-Spring model [21] with Bridson’s friction model [4]. More details are presented in Li’s Paper [36].
The Flattening Strategy. In each flattening loop, all wrinkles are detected via our approach
and ranked. Then the top ranked wrinkle is selected and its center and endpoints are estimated
along the direction of first eigenvector via Principle Component Analysis. The perpendicular
bisector of the wrinkle can be calculated through it center and two endpoints, then an action
will act on the intersection point of perpendicular bisector and the cloth edge(the closer one
with respect to the wrinkle’s center) along the direction of perpendicular bisector to flatten the
cloth.
It is noticeable that, instead of applying a rigid force in every flattening loop shown in [36],
in our implementation, the strength of the force is related to the wrinkle’s score.
Halting Criterion. In order to evaluate the performance of the flattening task, a halting criterion controlling when to terminate the flattening loop should be set.
Since our wrinkle descriptor can parse the wrinkle’s magnitude precisely, in our experiments, we also define the wrinkles in magnitude: The width of wrinkle should be larger than
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50 units (in simulator), and the height should be larger than 15 units (two times the cloth thickness). In other words, the flattening processing will terminate when a wrinkle (longer than 50
and higher than 15) disappears.
Table 3: Table . A statistic of Required Number of Iteration(RNI) in eight flattening experiments.
RNI of NO.
Li’s Method
Our Method

Exp1
12
11

Exp2
11
9

Exp3
17
14

Exp4
12
11

Exp5
14
8

Exp6
11
12

Exp7
12
11

Exp8
8
5

Results. The Required Number of Iteration (RNI) in flattening process is used to evaluate the
performance of our flattening approach. In each experiment, the RNI is recorded and shown
in Table 3. From Fig.32 and Table 3 it can be observed that experiment 8 only requires 5
iterations for flattening due to to the simple initial configuration. Whereas experiment 3 is the
most difficult one to be flattened since some part of the cloth is folded in its initial configuration
and therefore requires more iterations to complete a flattening task. Therefore, the RNI are
roughly positively related to the complexity the initial configurations. Furthermore, we perform
comparison experiments between Li’s feature [36] and the features described in this paper.
As observed in Table 3, 7 of the 8 experiments, the flattening task with our features improves
the overall RNI score with respect to previous approaches (i.e. Li’s features). We also found
that our feature extraction technique is more robust and stable. An example of a flattening task
is illustrated in Fig. 33.

6.2

Contour Localisation Based on Matching Dense HexHoG Descriptors
5

We have also investigated the potential of our robot vision system to detect and localise an
object of interest from captured images containing a cluttered background. A new feature
descriptor, the HexHoG, based on a hexagonal, hierarchical grouping mechanism is proposed.
This feature provides sufficient reliability and distinctiveness while sampling the image at all
detected edge positions (as opposed to only corner locations). An initial pose estimation is first
obtained by means of sparse local feature matching using a standard SIFT implementation.
Based on this estimation result, a dense local edge matching process is then applied using
our new HexHoG feature to refine the initial pose estimation. This refined pose estimation
is then used to constrain local dense edge matching to obtain object edge contour labeling
(and correspondences between the contour edges detected in a test image with respect to a
reference image). Therefore, we are not employing HexHoG descriptors for object detection
but instead utilise HexHoG descriptors for edge contour matching, edge labeling and pose
estimation refinement as a post detection and classification process.
The validation experiment of pose estimation refinement on the ALOI dataset (http://
staff.science.uva.nl/˜aloi/) shows that over 90% of the tested images achieved detection and location improvements. Figure 34 shows two detection and localisation examples.
According to the improved pose estimation result, the HexHoG descriptor is applied again to
label the detected object edge contours by local edge dense matching. Some labeled results are
shown in Figure 35.
5 Presented

in VISAPP 2014
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Figure 33: A whole processing demo of experiments x. This figure will be replaced soon.
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(a) Initial projection

(b) Refined projection

(c) Initial projection

(d) Refined projection

Figure 34: Improvement examples of pose estimation refinement.
This work is currently being progressed within the CloPeMa context such as button detection and localisation, edge grasping points in garments, etc., and also for representing the
CloPeMa robot grippers/arms in order to facilitate their pose estimation and segmentation. Our
initial experiments using the ALOL image database indicate that pose estimation refinement
process enables the location of a detected object to be labeled with sufficient accuracy to support tasks such as grasping.
The edge contour labeling process directly labels detected object edge contours, as opposed
to back-projecting edge contours labeled on a reference image, as is currently the case for
point-based descriptors such as SIFT or SURF.
On-going work includes: the incorporation of an improved edge detector, hierarchical approaches to grouping and matching the HexHoG features and an investigation of new edge
(e) Initial projection
(f) Refined projection
contour representations which can be incorporated with hexagon structure in order to construct
a stable and discriminative edge descriptor. It also includes collection of clothes and gripper
image sets on which to base our ongoing investigations.
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(a) Level1

(d) Level1

(g) Level1

(b) Level2

(e) Level2

(h) Level2

(c) Level3

(f) Level3

(i) Level3

Figure 35: Edge labeling examples with 3 different level descriptors.

7

Polygonal models for clothing6

We address the problem of recognizing a configuration of a piece of garment fairly spread out
on a flat surface. The input is formed by a single image taken from a bird’s eye perspective. In
the output there are recognized positions of landmark points located on the garment’s contour.
The identified landmarks are subsequently used for an automated folding. Our approach is
based on fitting a contour of the garment to a polygonal model which is specific for a particular
(j) Level1
(k) Level2
(l) Level3
category of clothing (towel, pants, shirt).
This task has already been approached by Miller et al. [26]. They consider a garment fairly
spread on a green surface, which allows to segment images using simple color thresholding.
The obtained garment’s contour is fitted to a parametric polygonal model specific for a particular category of clothing. The fitting procedure is based on iterative estimation of numeric
parameters of the given model. The authors report quite accurate results of the model fitting,
however, the main drawback is a slow performance. It takes 30–150 seconds for a single contour which makes the algorithm practically unusable for a real-time automated folding.
Our algorithm also works with a contour of the garment, however, it employs completely
(m) Level1 We focus mainly on the
(n) performance
Level2
(o) Level3
different approach.
of the landmarks
recognition proFigure 10: Object edge contour labelling results: from the first column to the third column, edge labelling results by using
cedure
while
keeping
a
reasonable
accuracy.
We
also
propose
a
more
robust
segmentation
L1 HexHoG, L2 HexHoG, L2 HexHoG, are shown respectively.
algorithm. The whole pipeline can be split into several steps:
• The input is a single image of a piece of garment spread on a table taken from a bird’s
eye perspective. We suppose that color of the table is invariant and sufficiently dissimilar
from the color of a piece of garment. Both assumptions are reasonable considering that
the algorithm should be used by a robot in laboratory conditions.
6 Submitted

to ICPR 2014.
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• The first goal is to get a segmentation mask for the garment and its background table.
The segmentation procedure is based on a dissimilarity of colors of the garment and the
table. A modified version of grabcut algorithm [33] which does not require manual initial
annotation is employed. The modification is based on the assumption that the background
table is invariant and thus its color properties can be learned from data.
• The binary mask obtained from the segmentation is processed by Moore’s algorithm [16]
for tracing 8-connected boundary of a region. This gives a bounding polygon of the
garment. Vertices of the polygon are formed by individual pixels.
• The dense boundary is then approximated by a polygon having less vertices. Their exact
count depends on a model of garment which we want to fit in the following step. Generally, the number of vertices is higher than the number of landmark points for a specific
model.
• The polygonal approximation of the garment contour is matched to a model representing a particular type of clothing. The matching procedure is based on finding correspondences between approximating vertices and landmark points defining the specific
polygonal model. As there are more vertices than landmarks, some of the vertices remain unmatched. The introduced fitting algorithm is based on a dynamic programming
approach and considers mainly local features of the approximating polygon.

7.1
7.1.1

Segmentation
Learning the background model

The background colour model is a conditional probabilistic distribution of RGB values of background pixels. The distribution is represented as a mixture of K 3D Gaussians (GMM):
p(z) =

K

∑ πk N (z; µk , Σk )

(23)

k=1

Here πk is a prior probability of k-th component and N (z; µ, Σk ) denotes 3D multivariate normal
distribution having a mean vector µk and a covariance matrix Σk .
B T
3
The mixture is learned from training data, i.e. from a set Z = {zn = (zRn , zG
n , zn ) ∈ [0, 1] }
of vectors representing RGB intensities of |Z| background pixels.
The number of GMM components K is determined empirically based on the number of
visible clusters in RGB cube with visualized training data. E.g. for a nearly uniform green
background one should be sufficient, for the table in our experiments we choose two components.
To train the GMM probabilistic distribution, we split the training data to K clusters C1 . . .CK
at first. The binary tree algorithm for palette design [28] is applied as follows:
1. Create cluster Z1 = Z containing all training RGB vectors. Z1 forms the root node of a
binary tree.
2. Calculate mean µ1 of Z1 . Perform PCA analysis to obtain maximal eigenvalue λ1 and
corresponding eigenvector v1 .
3. Repeat K − 1 times:
44

Clopema - 288553

D6.1:Visual patterns

(a) Find a leaf node Zk such that its eigenvalue λk is maximal among all leaf nodes.
(b) Split the cluster Zk into two clusters Z2k = {zn ∈ Zk : vTk zn ≤ vTk µk } and Z2k+1 =
{zn ∈ Zk : vTk zn > vTk µk } = Zk r Z2k .
(c) Append clusters Z2k and Z2k+1 as new child nodes of the node Zk in the binary tree.
(d) Compute means µ2k and µ2k+1 , maximal eigenvalues λ2k and λ2k+1 and corresponding eigenvectors v2k and v2k+1 .
4. Now the binary tree has K leaf nodes Zk where each k is from {1 . . . 2K − 1}. They form
desired clusters C1 . . .CK .
Prior probability πk , mean vector µk and covariance matrix Σk for a k-th GMM component is computed using maximum likelihood principle [8] from data vectors contained in the
corresponding cluster Ck :
|Ck |
(24)
πk =
|Z|
1
zn
|Ck | zn∑
∈Ck

(25)

1
(zn − µk )(zn − µk )T
|Ck | zn∑
∈Ck

(26)

µk =
Σk =
7.1.2

Unsupervised trimap initialization

The segmentation is based on the grabcut algorithm [33] which is originally a supervised
method. It expects an RGB image Z = {zn ∈ [0, 1]3 : n = 1 . . .W × H} of size W × H. Moreover, the user is expected to determine a trimap T = {tn ∈ {F, B,U} : n = 1 . . .W × H}. The
value tn determines for the n-th pixel whether the user considers it being a part of the foreground (tn = F), background (tn = B) or whether he wants the pixel to be decided automatically (tn = U). The trimap T is usually defined via some interactive tool enabling to draw a
stroke over foreground pixels, another stroke over background pixels and leave the other pixels
undecided.
In the proposed method, the input trimap is created automatically using the learned background GMM probabilistic model from Eq. 23 and two thresholds PB and PF :


B, p(zn ) < PB
tn = U, PB ≤ p(zn ) ≤ PF
(27)


F, PF < p(zn )
PB and PF are set based on the training data so that 3% training pixels have probability lower
than PB and 80% training pixels have probability higher than PF in the learned background
model. The foreground component of the trimap is thus initialized by lowly probable pixels
while the background component by highly probable pixels.
7.1.3

Iterated Energy Minimisation

The core part of the grabcut [33] algorithm is an iterative energy minimization. It repeatedly
goes through two phases. First, GMM models for the foreground and the background color are
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Figure 36: The input trimap for grabcut algorithm is initialized with foreground, background
and unknown pixels. The resulting segmentation gives a garment’s contour.
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reestimated. And second, the individual pixels are relabeled based on finding the minimum cut
in a special graph.
To estimate the GMM color models we utilize binary tree algorithm [28] described in 7.1.1
followed by a maximum likelihood estimation introduced in Eq. 24, 25 and 26. We use two
components both for background and foreground GMM which is sufficient in our case of not
so varying table and garment.
Finding the maximum graph cut minimizes an energy function containing unary and binary
potentials. We use the original unary function based on a log-likelihood of colors in GMM.
However, we define a slightly different binary energy:


exp(−β kzm − zn k2 )
(28)
Ebin = ∑ Jαm 6= αn K λ1 + λ2
dG (m, n)
(m,n)∈C
The term λ1 is responsible for maintaining the segmentation boundary simple. We empirically
set λ1 = 5 and λ2 = 45. Set C is formed by pixels in 8-neighborhood. Values αm and αn are
labels assigned to pixels m and n. Function dG (m, n) is the standard Euclidean distance in a
pixel grid. Refer to the original work [33] for more details.
The grabcut algorithm iterates until convergence which usually takes 5–15 cycles. However,
the segmentation mask is being changed only slightly in the later cycles. Since we need to get
the segmentation as fast as possible, we stop the optimization after 3 cycles.

7.2

Contour Simplification

The segmentation algorithm proposed in the previous section is followed by Moore’s algorithm
[16] for contour tracing. The result is a closed contour in the image plane, i.e. a list P =
(p0 . . . pN ) of 2D coordinates pi = (xi , yi ) such that p0 = pN . The number of distinct points N
depends on the image resolution as well as on the piece of garment size. Typically, N has an
order of hundreds or thousands.
To be able to fit out polygonal model to the contour effectively, we need to simplify
the contour by approximating it with a polygon having M vertices where M  N. More
precisely, we want to select M distinct indices I = (i0 , i1 . . . iM−1 ) ⊆ (0 . . . N − 1) such that
points (pi0 . . . piM−1 ) constitute vertices of the approximating polygon. We require ordering
0 ≤ i0 < i1 < . . . < iM−1 ≤ N − 1. We additionally define iM = i0 . We would like to minimize
the overall distance of the original points to segments of the approximating polygon:
E(P, I) =

M−1 i j+1

∑ ∑ dS (pk ; pi j , pi j+1 )

(29)

j=0 k=i j

Here dS (pk ; pi j , pi j+1 ) is the Euclidean distance of the point pk to the segment determined by
its endpoints pi j and pi j+1 . Indices k in the inner summation are cycling modulo N.
Let us further assume that the first point of the contour p0 is also the first vertex of the
approximating polygon, i.e. i0 = 0. Then the total distance from Eq. 29 can be minimized
employing a dynamic programming approach [30], [19]. It is possible to construct the optimal
approximation of (p0 . . . pn ) using m + 1 vertices if we know the optimal approximations of
(p0 . . . pi ) using m vertices for each i ∈ {m − 1 . . . n − 1}. See the example in Fig. 37. The
algorithm complexity is O(N 2 M).
The overall optimal solution independent on a choice of the first approximating point pi0
can be computed by performing the dynamic programming for each i0 ∈ {0 . . . N − 1}. The
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Figure 37: Dynamic programming for optimal polygonal approximation. There are 3 options
how to optimally approximate points (1 . . . 7) by 5 vertices: 1) optimally approximate points
(1 . . . 4) by 4 vertices and use segment (4, 7) or 2) optimally approximate points (1 . . . 5) by 4
vertices and use segment (5, 7) or 3) optimally approximate points (1 . . . 6) by 4 vertices and
use segment (6, 7).
Original
Simplified

Figure 38: Example result of the polygonal approximation algorithm applied on the contour of
a long-sleeved shirt.
complexity is O(N 3 M) which is too slow for N having an order of hundreds to thousands.
Thus we rather run the base algorithm only several times while using one of the approximating
vertices found in the previous run as pi0 .

7.3
7.3.1

Polygonal Models
Models Definition and Learning

To be able to recognize the configuration of a piece of garment, we describe contours of various
types of clothing by simple polygonal models. The models are determined by their vertices.
Inner angles incident to the vertices are learned from training data. Additional conditions are
defined in some cases to deal with inner symmetries or similarities of distinct models. We use
the following models:
• Towel is determined by 4 corner vertices as shown in Fig. 39. All inner angles incident to
the vertices share the same probability distribution. There is an additional condition that
the height of the towel (distance between the top edge and the bottom edge) is required
to be longer that its width (distance between the left edge and the right edge).
• Pants are determined by 7 vertices. There are 3 various shared distributions of inner
angles as shown in Fig. 39.
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Figure 39: Polygonal model for a towel, pants and a short-sleeved shirt.
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Figure 40: Example of angle distributions learned for the model of short-sleeved shirt (left) and
pants (right). The names and colors of distributions correspond to angles in Fig. 39.
• Short-sleeved shirt is determined by 10 vertices and 4 shared distributions of inner angles
as shown in Fig. 39. There is an additional condition that the distance between the armpit
and the inner corner of the sleeve is required to be maximally 50% of the distance between the armpit and the bottom corner of the shirt. This makes it possible to distinguish
a short-sleeved shirt from a long-sleeved one.
• Long-sleeved shirt is similar to the short-sleeved model. The distance between the armpit
and the inner corner of the sleeve should be minimally 50% of the distance between the
armpit and the bottom corner of the shirt.
The probability distributions for inner angles incident to vertices of polygonal models are
learned from manually annotated data. We assume that the angles have normal distributions.
This seems as a reasonable assumption since e.g. a corner angle of a towel should be approximately 90◦ with a certain variance caused by deformations of the contour. The mean and the
variance of each normal distribution is estimated using a maximum-likelihood principle similarly to Eq. 25, 26. Various vertices in a model can share the same angles distribution because
of obvious symmetries, e.g. all 4 corners of a towel should be statistically identical.
7.3.2

Problem of Model Matching

We described in 7.2 how to simplify the contour obtained from segmentation by M points
(pi0 . . . piM−1 ). Let us denote q j = pi j for j ∈ {0 . . . M − 1}. Each polygonal model defined in
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Figure 41: Points of the simplified contour (q0 . . . q6 ) are matched to vertices of the polygonal
model (v0 . . . v3 ). Some of them remain unmatched, i.e. they are mapped to a dummy vertex
s representing a segment. The energy of the particular matching is based on a similarity of
corresponding inner angles.
7.3.1 is determined by L vertices (v0 . . . vL−1 ) where L is specific for the particular model as
seen in Fig. 39. For a given model, we show how to match an unknown simplified contour onto
it.
We assume that M ≥ L, i.e. the simplified contour contains more points than is the number
of vertices of the model to be matched. The problem of matching can be then defined as a
problem of finding a mapping f : Q → V s where Q = {q0 . . . qM−1 }, V = {v0 . . . vL−1 } and
V s = V ∪ {s}. Symbol s represents a dummy vertex which corresponds to a segment of the
polygonal model. It makes it possible to leave some of the contour point unmapped to a real
vertex. Additionally, a proper f has to satisfy several conditions:
(∀vk ∈ V )(∃qi ∈ Q) : f (qi ) = vk

(30)

∀qi , q j ∈ Q, i 6= j : f (qi ) = f (q j ) ⇒ f (qi ) = s

(31)

Eq. 30 says that for each vertex of the polygonal model there has to be a certain matching
point of the contour. Eq. 31 says that two distinct points cannot be mapped to the same vertex.
However, they can be matched to a dummy vertex corresponding to a segment of the polygonal
model.
Let {ik : f (qik ) = vk ∈ V } be a set of L indices of points which are mapped to real vertices,
i.e. not to a dummy segment vertex. Then f has to satisfy:
∃l ∈ {0 . . . L − 1} : il < . . . < iL−1 < i0 < . . . il−1

(32)

Eq. 32 ensures that the mapping preserves ordering of points in the contour and ordering of
vertices in the polygonal model. It means that if a point qik is mapped to the vertex vk then the
next matching point (which is either qik+1 or qi0 for k = L − 1) is mapped to the following vertex
(which is either vk+1 or v0 for k = L − 1). All points in between qik and qik+1 or qi0 are mapped
to a dummy vertex s representing a segment of the polygonal model. It can be seen in Fig. 41.
The number of mappings f satisfying conditions from Eq. 30, 31, 32 for M contour points
and L model vertices is given by the combinatorial formula:




M−1
M − 1 L−1
(33)
M
≥M
L−1
L−1
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The interpretation is that we can choose 1 of M points Q to be matched to the first vertex v0 .
From the remaining M − 1 points we select a subset of L − 1 points which are matched to
vertices (v1 . . . vL−1 ). All other points remain unmatched, i.e. they are matched to the dummy
vertex s.
We introduce an energy function E( f ) associated with a matching f . Let us denote φi the
inner angle adjacent to the point qi of the simplified contour. Let us also denote µk the mean
value and σ2k the variance of the normal distribution of inner angles N (φ; µk , σ2k ) learned for the
vertex vk of a particular polygonal model. We recall that the same distribution can be shared by
several vertices of one polygonal model as seen in Fig. 39. The energy function is then given
by:



π π2
2
(34)
E( f ) = − ∑ log N φi ; µk , σk − ∑ log N φi ; ,
2
16
f (q )=v
f (q )=s
i

i

k

It can be seen that we force angles of unmatched points ( f (qi ) = s) to be close to π/2, i.e.
we want the unmatched parts of the contour to resemble straight segments. We set the variance π2 /16 for unmatched points empirically. Since the energy is inversely proportional to a
probability, the optimal mapping f ∗ is obtained as f ∗ = arg min f E( f ).
7.3.3

Matching Algorithm

Eq. 33 shows that the count of all mappings satisfying conditions defined in Eq. 30, 31, 32 is
exponential in the number of vertices L. It would be inefficient to evaluate the energy function for each of them. We have developed an algorithm employing a dynamic programming
approach.
The dynamic programming optimization procedure seen in Alg. 1 is called for every shifted
d
simplified contour Rd = (r0d . . . rM−1
) = (qd . . . qM−1 , q0 . . . qd−1 ) where the shifting amount is
d ∈ {0 . . . M − 1}. The reason is that Alg. 1 finds a mapping f such that f (ri j ) = v j for j ∈
{0 . . . L − 1} and 0 ≤ i0 < i1 < . . . iL−1 ≤ M − 1. It means that some of the first points is mapped
to vertex v0 , some of the following points to v1 and so on.
Alg. 1 does not work with points and vertices directly. It expects a precomputed matrix
V ∈ RL×M and a vector S ∈ RM instead. The value Vk,i is a cost of matching the inner angle φi associated with the point ri to the learned angle distribution for vertex vk , i.e. − log N (φi ; µk , σ2k )
as in Eq. 34. The value Si is a cost of matching φi to the angle of a dummy vertex s, i.e.
− log N (φi ; π/2, π2 /16) as in Eq. 34.
Both minimizations in Alg. 1 can be performed incrementally in O(M) time. The first
minimization is performed M times, the second one LM times. Thus the time complexity of
Alg. 1 is O(M 2 L). The Alg. 1 is called M times for variously shifted contour (r0 . . . rM−1 ). Thus
the overall complexity of our algorithm for contour matching is O(M 3 L).

7.4

Experiments

The proposed methods were tested on a dataset of spread garments collected at Czech Technical University [40]. The dataset contains color images (as in Fig. 36) and depth maps taken
by Kinect-like device from a bird’s eye perspective. All images were manually annotated by
specifying positions of landmark points which correspond to vertices of the proposed polygonal
models in Fig. 39. The resolution of images is 1280 × 1024. The edge of 1 pixel approximately
corresponds to 0.09 cm in real world coordinates.
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Algorithm 1 Contour matching algorithm
Input: Vk,i = cost of matching point ri to vertex vk
Si = cost of matching point ri to segment s
Output: Tk,i = cost of matching sub-contour (q0 . . . qi ) to vertices (v0 . . . vk )
for all i ∈ {0 . . . M − 1} do
!
T0,i ← min

j∈{0...i}

j−1

i

l=0

l= j+1

∑ Sl +V0, j + ∑ Sl

end for
for all k ∈ {1 . . . L − 1} do
for all i ∈ {k . . . M − 1} do
Tk,i ← min

j∈{k...i}

i

!

Tk−1, j−1 +V0, j + ∑ Sl
l= j+1

end for
end for
return TL−1,M−1
Clothing

Towel

Pants

Short-sleeved

Long-sleeved

Contour [sec]

1.33

3.95

0.64

1.88

Matching [sec]

0.007

0.014

0.029

0.028

Table 4: Time performance of contour simplification and polygonal model matching for various
categories of clothing.
We used 158 testing images (49 towels, 45 pants, 45 short-sleeved shirts and 39 longsleeved shirts). The algorithms were implemented mainly in Matlab. Some of the most timecritical functions were reimplemented in C++. The performance was evaluated on a notebook
with 2.5 GHz processor and 4 GB memory.
The input images were downsampled to the resolution 320×256 for the purpose of segmentation. The smaller resolution preserves all desired details and significantly improves the time
performance of the segmentation algorithm. Totally 153 of 158 input images were correctly
segmented which gives 97% success ratio. The incorrectly segmented images were excluded
from the further evaluation. The time spent by segmenting one image is on average 0.87 seconds.
The contour simplification algorithm is the most time consuming operation of the proposed
pipeline. The running times can be seen in Tab. 4. They highly depend on the length of the
contour which is induced mainly by the shape complexity of the particular category of clothing.
The subsequent model matching procedure is working with the already simplified contour
and thus it is very fast as seen in Tab. 4. The whole pipeline including also segmentation and
contour simplification runs around 5 seconds in the worst case. This is a significant improvement compared to 30–150 seconds required just for model fitting which is reported by Miller
et al. [26].
Tab. 5 summarizes displacements of vertices found by the proposed algorithm compared to
the manually annotated landmark points. These errors are similar to those reported by Miller
et al. [26]. They are small enough to determine the configuration of a piece of garment reliably
and then use this information to manipulate the garment with robotic arms. Fig. 42 visualizes
the displacements for the selected representatives of all four supported categories of clothing.
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Clothing

Towel

Pants

Short-sleeved

Long-sleeved

Median [cm]

0.41

0.52

0.53

0.59

Mean [cm]

0.43

0.69

1.07

1.26

Std. deviation [cm]

0.23

1.00

1.40

1.79

Table 5: Displacements of the vertices found by polygonal model matching for various categories of clothing.

Figure 42: Displacements of the vertices found by model matching and the manually annotated
landmarks. The displacements were computed for various configurations of garments and then
they were projected to the canonical image.
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The errors were computed for various configurations of the same piece of garment and then
they were projected to a canonical image.
The biggest source of displacements are shoulders as seen in Fig. 42 for the green longsleeved sweater. However, estimation of their position can be ambiguous even for a human.
Moreover, their exact position is rather unimportant for automated manipulation. A few other
significant errors were made while estimating armpits of a shirt with very short sleeves as seen
in Fig. 42.

8

Conclusions

This report presented different methods unified under the umbrella named visual pattern and
learning. Corresponding methods implemented on the CloPeMa testbed, dealing with lowlevel sensing and manipulation as well as more higher level planning. Methods development
was driven by practical needs of CloPeMa scenarios and corresponding requirements for manipulation. The manipulation tasks aim at ensuring folding and unfolding different types of
garment. All partial tasks were tested separately first, integrated and finally work in integrated
CloPeMa Year 2 demonstrator.
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